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아인슈타인의 예측 년 만에100  

중력파 검출
.이고 검출(가 충돌하) 두 블랙홀로부터 방출된 (LI O) 
중력파 관측함으로써 우주를 IG 새로운 창을 열다.

 한국 과학자를 포함한 국제 연구 협력단이 중력파의 직접 검출에 성공  - -

과학자들이 사상 최초로 먼 우주에서 발생한 격렬한 천체 현상으로부터 방출된 중력파를 
지구에서 관측하는데 성공했다 중력파는 급격한 천체의 운동으로 인해 차원 시공l에 . (
발생한 잔물~이다 이번 발견으로 알버트 아인슈타인이 년 발표한 일반 상대론의 . 1-1)
중요한 예측인 중력파의 존재j 확인되었으며 이는 우주를 보는 창을 새롭y 연   
미증유의 사u이라 할 수 있다.

중력파에는 다른 관측 방법으로는 탐색이 불j능한 중력파의 발생 기원과 중력의 성질에 
대한 흥미로운 정보j 담z있다 물리학자들의 연구 ~과 이번에 w출된 중력파는 .   
블랙홀 두 sj 자전을 하는 하나의 무t운 블랙홀로 합병되는 과정에서 충돌 직전의 채 
초도 못되는 짧은 시l동안 방출된 x이다 두 블랙홀l의 충돌은 이제까지 이론적 1 . 

예측만 있었을 뿐 관측된 적은 한 번도 없었다  .

년 월 일 미국 동부 일광 시l 오전 시 분 국제 표준시 시 분 에 미국 리201) - 1( ) )1 ( - )1 )
빙스턴 루이지애나 주 소재 와 핸포드 워싱턴 주 소재 에 위치한 두 곳의 라이고 l섭계 ( ) ( )
중력파 관측소 에서 중(L97>  LKsO[ 9n]O[PO[YWO]O[ 7[K_S]K]SYnKV-wK_O >LsO[_K]Y[b)
력파를 w출했다 한국 시l으로는 월 일 오후 시 분이다 라이고 관측소는 미국 . - 1( 6 )1 . 
과학 재단 의 지원을 받고 있으며 캘리포니아 공과대학 과 메사추세츠 공(=B6)   (3KV]OMR)
과대학 j 실험계획을 구체화했고 현재 w출기의 u설과 운영을 담당하고 있다 이(M9C)   . 



Contents

1. Detection 

2. Searches 

• Unmodelled / burst search 

• Waveform template based search 

3. Detector validation / Detector Characterization





LIGO Detectors and Sensitivity

the gravitational-wave signal extraction by broadening the
bandwidth of the arm cavities [51,52]. The interferometer
is illuminated with a 1064-nm wavelength Nd:YAG laser,
stabilized in amplitude, frequency, and beam geometry
[53,54]. The gravitational-wave signal is extracted at the
output port using a homodyne readout [55].
These interferometry techniques are designed to maxi-

mize the conversion of strain to optical signal, thereby
minimizing the impact of photon shot noise (the principal
noise at high frequencies). High strain sensitivity also
requires that the test masses have low displacement noise,
which is achieved by isolating them from seismic noise (low
frequencies) and designing them to have low thermal noise
(intermediate frequencies). Each test mass is suspended as
the final stage of a quadruple-pendulum system [56],
supported by an active seismic isolation platform [57].
These systems collectively provide more than 10 orders
of magnitude of isolation from ground motion for frequen-
cies above 10 Hz. Thermal noise is minimized by using
low-mechanical-loss materials in the test masses and their

suspensions: the test masses are 40-kg fused silica substrates
with low-loss dielectric optical coatings [58,59], and are
suspended with fused silica fibers from the stage above [60].
To minimize additional noise sources, all components

other than the laser source are mounted on vibration
isolation stages in ultrahigh vacuum. To reduce optical
phase fluctuations caused by Rayleigh scattering, the
pressure in the 1.2-m diameter tubes containing the arm-
cavity beams is maintained below 1 μPa.
Servo controls are used to hold the arm cavities on

resonance [61] and maintain proper alignment of the optical
components [62]. The detector output is calibrated in strain
by measuring its response to test mass motion induced by
photon pressure from a modulated calibration laser beam
[63]. The calibration is established to an uncertainty (1σ) of
less than 10% in amplitude and 10 degrees in phase, and is
continuously monitored with calibration laser excitations at
selected frequencies. Two alternative methods are used to
validate the absolute calibration, one referenced to the main
laser wavelength and the other to a radio-frequency oscillator

(a)

(b)

FIG. 3. Simplified diagram of an Advanced LIGO detector (not to scale). A gravitational wave propagating orthogonally to the
detector plane and linearly polarized parallel to the 4-km optical cavities will have the effect of lengthening one 4-km arm and shortening
the other during one half-cycle of the wave; these length changes are reversed during the other half-cycle. The output photodetector
records these differential cavity length variations. While a detector’s directional response is maximal for this case, it is still significant for
most other angles of incidence or polarizations (gravitational waves propagate freely through the Earth). Inset (a): Location and
orientation of the LIGO detectors at Hanford, WA (H1) and Livingston, LA (L1). Inset (b): The instrument noise for each detector near
the time of the signal detection; this is an amplitude spectral density, expressed in terms of equivalent gravitational-wave strain
amplitude. The sensitivity is limited by photon shot noise at frequencies above 150 Hz, and by a superposition of other noise sources at
lower frequencies [47]. Narrow-band features include calibration lines (33–38, 330, and 1080 Hz), vibrational modes of suspension
fibers (500 Hz and harmonics), and 60 Hz electric power grid harmonics.
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Observation

• Sep 14, 2016, 09:50:45 (UTC) 

• duration 200ms 

• frequency range 35Hz-250Hz 

• estimated masses  

• distance 

• final black hole mass: MBH = 
62±4M⦿ 

• radiated energy: EGW = 3±0.4M⦿c2  

• Peak luminosity ≈ 3.6x1056erg/s

Observation of Gravitational Waves from a Binary Black Hole Merger

B. P. Abbott et al.*

(LIGO Scientific Collaboration and Virgo Collaboration)
(Received 21 January 2016; published 11 February 2016)

On September 14, 2015 at 09:50:45 UTC the two detectors of the Laser Interferometer Gravitational-Wave
Observatory simultaneously observed a transient gravitational-wave signal. The signal sweeps upwards in
frequency from 35 to 250 Hz with a peak gravitational-wave strain of 1.0 × 10−21. It matches the waveform
predicted by general relativity for the inspiral and merger of a pair of black holes and the ringdown of the
resulting single black hole. The signal was observed with a matched-filter signal-to-noise ratio of 24 and a
false alarm rate estimated to be less than 1 event per 203 000 years, equivalent to a significance greater
than 5.1σ. The source lies at a luminosity distance of 410þ160

−180 Mpc corresponding to a redshift z ¼ 0.09þ0.03
−0.04 .

In the source frame, the initial black hole masses are 36þ5
−4M⊙ and 29þ4

−4M⊙, and the final black hole mass is
62þ4

−4M⊙, with 3.0þ0.5
−0.5M⊙c2 radiated in gravitational waves. All uncertainties define 90% credible intervals.

These observations demonstrate the existence of binary stellar-mass black hole systems. This is the first direct
detection of gravitational waves and the first observation of a binary black hole merger.

DOI: 10.1103/PhysRevLett.116.061102

I. INTRODUCTION

In 1916, the year after the final formulation of the field
equations of general relativity, Albert Einstein predicted
the existence of gravitational waves. He found that
the linearized weak-field equations had wave solutions:
transverse waves of spatial strain that travel at the speed of
light, generated by time variations of the mass quadrupole
moment of the source [1,2]. Einstein understood that
gravitational-wave amplitudes would be remarkably
small; moreover, until the Chapel Hill conference in
1957 there was significant debate about the physical
reality of gravitational waves [3].
Also in 1916, Schwarzschild published a solution for the

field equations [4] that was later understood to describe a
black hole [5,6], and in 1963 Kerr generalized the solution
to rotating black holes [7]. Starting in the 1970s theoretical
work led to the understanding of black hole quasinormal
modes [8–10], and in the 1990s higher-order post-
Newtonian calculations [11] preceded extensive analytical
studies of relativistic two-body dynamics [12,13]. These
advances, together with numerical relativity breakthroughs
in the past decade [14–16], have enabled modeling of
binary black hole mergers and accurate predictions of
their gravitational waveforms. While numerous black hole
candidates have now been identified through electromag-
netic observations [17–19], black hole mergers have not
previously been observed.

The discovery of the binary pulsar systemPSR B1913þ16
by Hulse and Taylor [20] and subsequent observations of
its energy loss by Taylor and Weisberg [21] demonstrated
the existence of gravitational waves. This discovery,
along with emerging astrophysical understanding [22],
led to the recognition that direct observations of the
amplitude and phase of gravitational waves would enable
studies of additional relativistic systems and provide new
tests of general relativity, especially in the dynamic
strong-field regime.
Experiments to detect gravitational waves began with

Weber and his resonant mass detectors in the 1960s [23],
followed by an international network of cryogenic reso-
nant detectors [24]. Interferometric detectors were first
suggested in the early 1960s [25] and the 1970s [26]. A
study of the noise and performance of such detectors [27],
and further concepts to improve them [28], led to
proposals for long-baseline broadband laser interferome-
ters with the potential for significantly increased sensi-
tivity [29–32]. By the early 2000s, a set of initial detectors
was completed, including TAMA 300 in Japan, GEO 600
in Germany, the Laser Interferometer Gravitational-Wave
Observatory (LIGO) in the United States, and Virgo in
Italy. Combinations of these detectors made joint obser-
vations from 2002 through 2011, setting upper limits on a
variety of gravitational-wave sources while evolving into
a global network. In 2015, Advanced LIGO became the
first of a significantly more sensitive network of advanced
detectors to begin observations [33–36].
A century after the fundamental predictions of Einstein

and Schwarzschild, we report the first direct detection of
gravitational waves and the first direct observation of a
binary black hole system merging to form a single black
hole. Our observations provide unique access to the

*Full author list given at the end of the article.

Published by the American Physical Society under the terms of
the Creative Commons Attribution 3.0 License. Further distri-
bution of this work must maintain attribution to the author(s) and
the published article’s title, journal citation, and DOI.
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properties of space-time in the strong-field, high-velocity
regime and confirm predictions of general relativity for the
nonlinear dynamics of highly disturbed black holes.

II. OBSERVATION

On September 14, 2015 at 09:50:45 UTC, the LIGO
Hanford, WA, and Livingston, LA, observatories detected

the coincident signal GW150914 shown in Fig. 1. The initial
detection was made by low-latency searches for generic
gravitational-wave transients [41] and was reported within
three minutes of data acquisition [43]. Subsequently,
matched-filter analyses that use relativistic models of com-
pact binary waveforms [44] recovered GW150914 as the
most significant event from each detector for the observa-
tions reported here. Occurring within the 10-ms intersite

FIG. 1. The gravitational-wave event GW150914 observed by the LIGO Hanford (H1, left column panels) and Livingston (L1, right
column panels) detectors. Times are shown relative to September 14, 2015 at 09:50:45 UTC. For visualization, all time series are filtered
with a 35–350 Hz bandpass filter to suppress large fluctuations outside the detectors’ most sensitive frequency band, and band-reject
filters to remove the strong instrumental spectral lines seen in the Fig. 3 spectra. Top row, left: H1 strain. Top row, right: L1 strain.
GW150914 arrived first at L1 and 6.9þ0.5

−0.4 ms later at H1; for a visual comparison, the H1 data are also shown, shifted in time by this
amount and inverted (to account for the detectors’ relative orientations). Second row: Gravitational-wave strain projected onto each
detector in the 35–350 Hz band. Solid lines show a numerical relativity waveform for a system with parameters consistent with those
recovered from GW150914 [37,38] confirmed to 99.9% by an independent calculation based on [15]. Shaded areas show 90% credible
regions for two independent waveform reconstructions. One (dark gray) models the signal using binary black hole template waveforms
[39]. The other (light gray) does not use an astrophysical model, but instead calculates the strain signal as a linear combination of
sine-Gaussian wavelets [40,41]. These reconstructions have a 94% overlap, as shown in [39]. Third row: Residuals after subtracting the
filtered numerical relativity waveform from the filtered detector time series. Bottom row:A time-frequency representation [42] of the
strain data, showing the signal frequency increasing over time.
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Signal-to-Noise Ratio (= 23.6)x100 as luminous as typical GRBs
Phys. Rev. Lett. 116, 061102 (2016)

M1 = 36+5
�4M� M2 = 29+4
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Observation of Black hole - Black hole Binary

propagation time, the events have a combined signal-to-
noise ratio (SNR) of 24 [45].
Only the LIGO detectors were observing at the time of

GW150914. The Virgo detector was being upgraded,
and GEO 600, though not sufficiently sensitive to detect
this event, was operating but not in observational
mode. With only two detectors the source position is
primarily determined by the relative arrival time and
localized to an area of approximately 600 deg2 (90%
credible region) [39,46].
The basic features of GW150914 point to it being

produced by the coalescence of two black holes—i.e.,
their orbital inspiral and merger, and subsequent final black
hole ringdown. Over 0.2 s, the signal increases in frequency
and amplitude in about 8 cycles from 35 to 150 Hz, where
the amplitude reaches a maximum. The most plausible
explanation for this evolution is the inspiral of two orbiting
masses, m1 and m2, due to gravitational-wave emission. At
the lower frequencies, such evolution is characterized by
the chirp mass [11]

M ¼ ðm1m2Þ3=5

ðm1 þm2Þ1=5
¼ c3

G

!
5

96
π−8=3f−11=3 _f

"
3=5

;

where f and _f are the observed frequency and its time
derivative and G and c are the gravitational constant and
speed of light. Estimating f and _f from the data in Fig. 1,
we obtain a chirp mass of M≃ 30M⊙, implying that the
total mass M ¼ m1 þm2 is ≳70M⊙ in the detector frame.
This bounds the sum of the Schwarzschild radii of the
binary components to 2GM=c2 ≳ 210 km. To reach an
orbital frequency of 75 Hz (half the gravitational-wave
frequency) the objects must have been very close and very
compact; equal Newtonian point masses orbiting at this
frequency would be only ≃350 km apart. A pair of
neutron stars, while compact, would not have the required
mass, while a black hole neutron star binary with the
deduced chirp mass would have a very large total mass,
and would thus merge at much lower frequency. This
leaves black holes as the only known objects compact
enough to reach an orbital frequency of 75 Hz without
contact. Furthermore, the decay of the waveform after it
peaks is consistent with the damped oscillations of a black
hole relaxing to a final stationary Kerr configuration.
Below, we present a general-relativistic analysis of
GW150914; Fig. 2 shows the calculated waveform using
the resulting source parameters.

III. DETECTORS

Gravitational-wave astronomy exploits multiple, widely
separated detectors to distinguish gravitational waves from
local instrumental and environmental noise, to provide
source sky localization, and to measure wave polarizations.
The LIGO sites each operate a single Advanced LIGO

detector [33], a modified Michelson interferometer (see
Fig. 3) that measures gravitational-wave strain as a differ-
ence in length of its orthogonal arms. Each arm is formed
by two mirrors, acting as test masses, separated by
Lx ¼ Ly ¼ L ¼ 4 km. A passing gravitational wave effec-
tively alters the arm lengths such that the measured
difference is ΔLðtÞ ¼ δLx − δLy ¼ hðtÞL, where h is the
gravitational-wave strain amplitude projected onto the
detector. This differential length variation alters the phase
difference between the two light fields returning to the
beam splitter, transmitting an optical signal proportional to
the gravitational-wave strain to the output photodetector.
To achieve sufficient sensitivity to measure gravitational

waves, the detectors include several enhancements to the
basic Michelson interferometer. First, each arm contains a
resonant optical cavity, formed by its two test mass mirrors,
that multiplies the effect of a gravitational wave on the light
phase by a factor of 300 [48]. Second, a partially trans-
missive power-recycling mirror at the input provides addi-
tional resonant buildup of the laser light in the interferometer
as a whole [49,50]: 20Wof laser input is increased to 700W
incident on the beam splitter, which is further increased to
100 kW circulating in each arm cavity. Third, a partially
transmissive signal-recycling mirror at the output optimizes

FIG. 2. Top: Estimated gravitational-wave strain amplitude
from GW150914 projected onto H1. This shows the full
bandwidth of the waveforms, without the filtering used for Fig. 1.
The inset images show numerical relativity models of the black
hole horizons as the black holes coalesce. Bottom: The Keplerian
effective black hole separation in units of Schwarzschild radii
(RS ¼ 2GM=c2) and the effective relative velocity given by the
post-Newtonian parameter v=c ¼ ðGMπf=c3Þ1=3, where f is the
gravitational-wave frequency calculated with numerical relativity
and M is the total mass (value from Table I).
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하는 전형적인 파형이다.

중력파 주파수 f 와 중력파 주파수의 시간변화율 ḟ

그리고처프질량 M 사이에는아래수식 의관계가있다

.

M =
(m1m2)3/5

(m1 +m2)1/5
=

c3

G

!
5

96
π−8/3f−11/3ḟ

"3/5
.

관측된중력파신호의초기 부근에서 f와 ḟ을관계식

에 대입하면 블랙홀 쌍성의 처프 질량은 ≃ 30 ⊙이다

⊙ 태양 질량

검출기 기준좌표계에서 처프 질량을 쌍성의 전체 질량

으로 환산하면 M = m1 + m2 ! 70 ⊙이다. 이 경우

두 블랙홀의 질량으로부터 정의되는 슈바르츠쉴트 반경

2GM/c2 의 합은 ! 210 로 제한된다. 중력파 주파수

는 공전 주파수의 배이다. 즉, 150 에서 중력파를 방출

하는쌍성의공전주파수는 75 이다. 이 주파수를천체간

거리로 환산해보자. 질량이 동일한 뉴턴 질점을 가정하면,

가 에서 중력파를 방출했을 때는 각각

35 ⊙인 블랙홀이 불과 정도로 떨어진 궤도로 공

전을 하고 있었다! 이론적으로 알려져 있는 밀집성 중에서

이런 쌍성 궤도가 가능한 것은 중성자별과 블랙홀 뿐이다.

중성자별의질량은보통 3 ⊙이므로전체질량 70 ⊙

을 설명할 수 없다. 중성자별 블랙홀 쌍성은 전체 질량이

70 ⊙을 훨씬 넘어야 측정된 처프 질량 30 ⊙을 설명가

능하며, 이 경우 두 천체가 부딪치기 직전 방출되는 중력

파 주파수가 보다 훨씬 작다. 따라서,

에서 관측된 중력파 신호를 설명할 수 있는 유일한 천체는

블랙홀 블랙홀 쌍성뿐이다. 의 중력파 진폭이

최대값에 도달한 뒤 감소하는 파형의 모양도 두 블랙홀 합

병 후 하나의 커 블랙홀 이 남아

시공간이 안정화되는 과정으로 잘 일치 한다.

데이터분석: 순변 중력파탐색

중력파탐색은파원과파형에따라서크게밀집쌍성병합,

폭발형, 연속형, 스토캐스틱의 네 종류로 구분되어 수행되

었다. 이들 파원에 대한 자세한 내용은 참고문헌 참

조 는밀집쌍성병합과폭발형중력파탐색에서

포착되었다. 이 절에서는 두 종류의 탐색에서 이루어진

분석내용과 포착된 신호의 유의성 에 대하여

살펴보려한다.

폭발형 중력파 탐색: 짧은 지속 시간의 일반적인 중력파

이른바 폭발형 중력파 는 여

σ
σ

러 종류의 중력파원 중에서도 신호의 지속시간이 짧다.

밀집쌍성병합과 무거운 별의 중심붕괴형 초신성 등이 폭

발형 중력파의 대표적인 파원에 해당한다. 분석과정에서

파형 모델에 대한 가정을 최소하면 여러 범주의 천체물

리학적 중력파원에서 발생하는 폭발형 중력파를 탐색할

수 있다. 이 방식의 중력파 탐색 방법은 파형에 대한 정

밀한 모델없이도 정렬되지 않은 스핀이나 궤도 이심률이

큰 블랙홀 쌍성 병합과 같은 다양한 조건에서 방출된 중

력파 탐색이 가능하다. 지속시간 10−3 − 10 초의 폭발

형 중력파 탐색을 위하여 알

고리즘과 , 그리고

세 가지의 분석 방법 이용되었다. 모든 분석

방법은라이고 비르고중력파연구단이공동으로작성한데

P. C. Peters, Phys. Rev. 136, B1224 (1964) 

chirp mass ≈ 30M⦿ @ f=30Hz 
⇒ M=m1+m2 ≳70M⊙ 

⇒ sum of Schwarzschild radii ≳ 210km

separation (at f=150Hz) ~ 350km 
assuming a Keplerian orbit of equal mass objects

eccentric orbits, spinning, unequal mass cases?
Phys. Rev. Lett. 116, 061102 (2016)



Unequal Mass Case
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FIG. 7: A demonstration of the compactness of the orbit at minimal separation (black) vs. compact radii: Schwarzschild (red)
and extremal Kerr (blue). The figure is drawn to scale. Note the masses here are equal; as explained in Section V, the system
becomes even more compact for unequal masses.

V. THE EXTENDED ARGUMENT: ECCENTRIC ORBITS, UNEQUAL MASSES, AND SPINS

In Sec. IV we showed that there is strong evidence that the coalescing objects are black holes under the assumptions
of a circular orbit, equal masses, and no spin. Now we will generalize the argument, relaxing these assumptions.

Eccentricity: First, for general non-circular orbits (eccentric) orbits, Kepler’s III law (Eq. 9) holds if R is no
longer interpreted as the orbital separation but rather as the semi-major axis. As the instantaneous orbital separation
r

sep

is bounded from above by R, we see that the compactness bound imposed by eccentric orbits is even tighter (the
compactness ratio R is smaller).

Unequal masses:Next, it is easy to see that the compactness ratio R also gets smaller with increasing mass-ratio,
as that implies a higher total mass. To see this exactly, we express the component masses and total mass in terms of
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The compactness ratio R is the ratio of the orbital separation R to the sum of the Schwarzschild radii of the two
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This quantity is plotted in the top panel of Figure 8, which clearly shows that for mass ratios q > 1 the compactness
ratio decreases: the separation between the objects becomes smaller when measured in units of the sum of their
Schwarzschild radii. Thus, for a given chirp mass and orbital frequency, a system composed of unequal masses is more
compact than one composed of equal masses.

One can also place an upper limit on the mass ratio q, thus a lower bound on the smaller mass m
2

, based purely on
the data. This bound arises from minimal compactness: we see from the compactness ratio plot in the top panel of
Figure 8 that beyond the mass ratio of 12.8 the system becomes so compact that it will be within the Schwarzschild
radii of the combined mass of the two bodies. This gives us a limit for the mass of the smaller object m

2

� 11M� .
We remark that this is about 4 times heavier than the NS limit.

Spins: The third assumption we relax regards the spins of the objects. The smallest radius a non-spinning object
could have without being a BH is its Schwarzschild radius. Allowing the objects to spin pushes the limit down by a
factor of two, to the radius of an extremal Kerr black hole, r
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2

. As this is linear in the
mass, the smallest possible distance between the centers of two adjacent non-BH bodies of total mass M is
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FIG. 8: The compactness ratio of the separation between the two objects to their Schwarzschild radii sum as a function of mass
ratio. As shown in Eq. 12 the compactness ratio decreases as the mass ratio increases. So the argument given in Section IV
also applies for unequal masses. We note that beyond mass ration of ⇠ 12.8 the system becomes more compact than the sum
their Schwarzschild radii.

The compactness ratio will now be defined in relation to r

EK

rather than r

Schwarz

, and is at most twice larger than
for non-spinning objects.

We may thus constrain the orbital compactness ratio (now accounting for eccentricity, mass inequality and spin)
by

R =
r

sep

(M)

r

c

(M)
 R(M)

r

c

(M)
=

c

2

(GM !

Kepler

)2/3
 c

2

�
26/5 GM

c

!

Kepler

�
2/3

=
c

2

�
26/5 ⇡GM

c

f

GW�max

�
2/3

' 3.4 ,

(14)
where in the last step we used M

c

and f

GW�max

for GW150914. This constrains the constituents to under 3.4 (1.7)
times their extremal Kerr (Schwarzschild) radii, making them highly compact. The compact arrangement is shown in
Fig. 7. Note that the changes in the Keplerian orbits that result from including relativistic e↵ects in the gravitational
potential would allow even tighter constraints on the orbital separation and compactness.

We can again derive an upper limit on the value of the mass ratio q, from the constraint that the compactness ratio
must be larger than unity. This is because, for a fixed value of the chirp mass M

c

and a fixed value of f
GW�max

, the
compactness ratio R decreases as the mass ratio q increases. Thus, the constraint R � 1 (equality attained for an
extremely spinning Kerr BH), puts a limit on the maximal possible q and thus on the maximum total mass M

max

,

✓
M

max

M

c

◆
' 3.43/2 ⇤ 26/5 ' 14.4 , (15)

which for GW150914 implies M
max

' 432M� . This forces the smaller mass to be at least 5M� - again about twice
as massive as the NS mass limit.

The conclusion is the same as in the equal-mass or non-spinning case: both objects must have been black holes.

VI. REVISITING THE ASSUMPTIONS AND CONSTRAINING THE INDIVIDUAL MASSES

At this point we may also revisit the assumption of Newtonian dynamics. The dynamics may digress from Newtonian
when the velocities approach the speed of light or when the gravitational energy becomes large (comparable to the rest
energy). For a binary system these two limits coincide and may be quantified by the post-Newtonian (PN) parameter

x ⇠
�
v

c

�
2 ⇠ GM

c

2

rsep
. Noticing that this expression includes the Schwarzschild radius, the dimensionless PN parameter

can be immediately recast in terms of the compactness ratio, x ⇠ 2/R. As Newtonian dynamics holds when x is
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FIG. 7: A demonstration of the compactness of the orbit at minimal separation (black) vs. compact radii: Schwarzschild (red)
and extremal Kerr (blue). The figure is drawn to scale. Note the masses here are equal; as explained in Section V, the system
becomes even more compact for unequal masses.
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compact than one composed of equal masses.
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2

, based purely on
the data. This bound arises from minimal compactness: we see from the compactness ratio plot in the top panel of
Figure 8 that beyond the mass ratio of 12.8 the system becomes so compact that it will be within the Schwarzschild
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FIG. 7: A demonstration of the compactness of the orbit at minimal separation (black) vs. compact radii: Schwarzschild (red)
and extremal Kerr (blue). The figure is drawn to scale. Note the masses here are equal; as explained in Section V, the system
becomes even more compact for unequal masses.
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FIG. 7: A demonstration of the compactness of the orbit at minimal separation (black) vs. compact radii: Schwarzschild (red)
and extremal Kerr (blue). The figure is drawn to scale. Note the masses here are equal; as explained in Section V, the system
becomes even more compact for unequal masses.
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Data
	 	 ●  Starts with ~18.4 days coincident science mode data 

	 	 ●  Data quality vetoes remove ~23 hours of data  

	 	 ●  Minimum segment length requirements:  

	 	 ○  2064 s (pycbc)  

	 	 ○  512 s (gstlal)  

	 	 ●  h(t) “gating” applied for severe non-stationarities not handled by vetoes  

  
Remaining data analysed:  

	 	 ○  16 days (pycbc) 	  

   	 ○  17.45 days



Searches for Transient Signals

Generic transient Search 
a.k.a., Unmodeled Search or  

Burst Search

Binary coalescence search 
template-based search  

a.k.a., CBC Search

• inspiral 
• merger 
• ringdown

precise  
waveforms

• short duration transients 
• various sources e.g., 

more massive compact 
binaries,  supernovae

(compact binary coalescence)

  

Waveforms
● Numerical relativity

either finite differencing or spectral methods

● Effective One Body (EOBNR)
maps two body problem to one body problem via effective 
Hamiltonian and calibrated to numerical simulations

● IMRPhenom
combines post-Newtonian inspiral with phenomenological fit 
model of numerical simulations of late inspiral and merger, and 
quasi-analytical ringdown phase

Khan et al. PRD 93 (2016) 044007

  

Other potential aLIGO sources

● Neutron stars – tidally disrupting

● Deformed rotating neutron stars

● Supernovae

● Stochastic background

Source: NASA/HST

source: NASA/HST



Detector Characterization

Data Quality & Background Estimation

veto criteria to discard non-Gaussian noise features

O(106) independent  
time-shift to estimate background rate

(keeping impact on detector lifetime as small as possible)

(uncorrelated noise sources)

O(106) independent  
time-shift

For the time immediate 
around the event to examine correlated noise sources



Generic Transient Search  
Unmodeled / Burst Search

• the first pipeline that detected GW150914 
(2015-09-14 09:50:45)


• short duration transient ~10-3 - 10s

• no requirement of precise waveform model

• ability to make high confidence detection 

across a wide parameter space

• excess power in time-frequency domain  ⇒ 

detect transients, i.e., triggers

• coherent WaveBurst (cWB): coherent 

analysis using constrained likelihood 
method


• waveform reconstruction using linear 
combination of sine-gaussian wavelets


• sensitive to similar BBH events to ~600 Mpc

• initial waveform reconstruction: M ~ 28M⊙

  

What was expected (by me)

(No simulated signal)

Image credit: Alex Nielsen

power in time-frequency domain

offlineonline

Class. Quantum Grav. 25 (2008) 114029 S Klimenko et al

Figure 3. Example of the likelihood time-frequency map for a magnetic glitch in the S4 L1xH1xH2
data.

detectors. Therefore, further in the text we reserve a name ‘cluster’ for a group of pixels
selected in a single detector and refer to a group of the LTF pixels as a coherent or network
trigger.

After the coherent triggers are identified, one has to reconstruct the parameters of the GW
bursts associated with the triggers, including the reconstruction of the source coordinates, the
two GW polarizations, the individual detector responses and the maximum likelihood statistics
of the triggers. The likelihood of coherent triggers is calculated as

Lc(θ,φ) =
!

ij

Lp(i, j, θ,φ), (18)

where the sum is taken over the LTF pixels in the trigger. The maximum likelihood statistic
Lmax is obtained by variation of Lc. Unlike for Lp, which is calculated for a single LTF pixel,
Lmax is calculated simultaneously for all LTF pixels forming the coherent trigger.

4. Selection of coherent triggers

When the detector noise is Gaussian and stationary, the maximum likelihood Lmax is the only
statistic required for detection and selection of GW events. In this case, the false alarm and the
false dismissal probabilities are controlled by the threshold on Lmax. The real data, however,
are contaminated with the instrumental and environmental glitches and additional selection
cuts should be applied to distinguish genuine GW signals [6, 25]. Such selection cuts test
the consistency of the reconstructed responses in the detectors. In the coherent WaveBurst
method, the consistency test is based on the coherent statistics constructed from the elements
of the likelihood and the null matrices.

The likelihood matrix Lnm is obtained from the likelihood quadratic form (see
equation (10)):

Lmax =
!

nm

Lnm =
!

nm

[⟨wnwme+ne+m⟩ + ⟨wnwme′
×ne

′
×m⟩]. (19)

where n and m are the detector indices. The diagonal (off-diagonal) terms of the matrix
Lmn describe the reconstructed normalized incoherent (coherent) energy. The sum of the

7

Klimenko et al. (CQG 2008)

likelihood time-frequency map



coherent Wave Burst (cWB)

Uses coherent likelihood to perform broad search

Used in many previous burst searches

no prior knowledge of the signal waveforms used

• convert to time-frequency domain 
• identify transient events as a 

cluster of t-f data samples with 
excess power 

• coherent analysis using 
constrained likelihood method 
• signal waveform 
• sky localization 
• wave polarization

ηc = (2ccEc)1/2 

• C1: blip glitches or glitches due to non-stationary narrow-band 
• C3: events with a frequency increasing with time 
• C2: everything else

FAR = 1 in 67,400 years

after applying trial factor, FAR 1 in 22,500 years => FAP = 2x10-6

8

is the normalized coherent energy and En is the normal-
ized energy of the residual noise after the reconstructed
signal is subtracted from the data. The coherent en-
ergy Ec is proportional to the cross-correlation between
the reconstructed signal waveforms in H1 and L1 detec-
tors. Typically, gravitational wave signals are coherent
and have small residual energy i.e., Ec � En and there-
fore cc ⇠ 1. On the other hand, spurious noise events
(glitches) are often not coherent, and have large residual
energy because the reconstructed waveforms do not fit
well the data i.e., Ec ⌧ En and therefore cc ⌧ 1. The
ranking statistic is defined as ⌘c = (2ccEc)1/2. By con-
struction, it favors gravitational-wave signals correlated
in both detectors and suppresses un-correlated glitches.

2. Classification of cWB events

Events produced by the cWB pipeline with cc > 0.7 are
selected and divided into three search classes C1, C2, and
C3 according to their time-frequency morphology. The
purpose of this event classification is to account for the
non-Gaussian noise that occurs non-uniformly across the
parameter space searched by the pipeline.

The classes are determined by three algorithmic tests
and additional selection cuts. The first algorithmic test
addresses a specific type of noise transient referred to as
“blip glitches” [27]. During the run, both detectors ex-
perienced noise transients of unknown origin consisting
of a few cycles around 100 Hz. These blip glitches have
a very characteristic time-symmetric waveform with no
clear frequency evolution. The test uses the waveform
properties to identify, in the time domain, blip glitches
occurring at both detectors. The second algorithmic
test identifies glitches due to non-stationary narrow-band
features, such as power and mechanical resonance lines.
This test selects candidates which have most of their en-
ergy (greater than 80%) localized in a frequency band-
width less than 5 Hz. A cWB event is placed in the
search class C1, if it passes either of the aforementioned
tests. In addition, due to the elevated non-stationary
noise around and below the Advanced LIGO mechanical
resonances at 41 Hz, events with central frequency lower
than 48 Hz were also placed in the C1 class.

The third algorithmic test is used to identify events
with a frequency increasing with time. The reconstructed
time-frequency patterns can be characterized by an ad-
hoc parameter M following Eq. (1) in Sec. V D. For co-
alescing binary signals M corresponds to the chirp mass
of the binary [36]. For signals that do not originate from
coalescing binaries and glitches, M takes on unphysical
values. In the un-modeled cWB analysis, the parame-
ter M is used to distinguish between events with di↵er-
ent time-frequency evolution. By selecting events with
M > 1M� we identify a broad class of events with a
chirping time-frequency signature, which includes a sub-
class of coalescing binary signals. The events selected by
this test that also have a residual energy En consistent
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FIG. 1. Cumulative rate distribution of background events
as a function of the detection statistic ⌘c for the three cWB
search classes. Vertical dashed line shows the value of the
detection statistic for the GW150914 event.

with Gaussian noise are placed in the search class C3. All
other events, not included into the C1 or C3 class, are
placed in the search class C2. The union of all three in-
dependent search classes covers the full parameter space
accessible to the unmodelled cWB search.

3. False alarm rate

To establish the distribution of background events, we
use the time-shift procedure discussed in Sec. II, using all
the data available for each detector. The e↵ective back-
ground livetime for this analysis is 67 400 years, obtained
by analysing more than 1.6 ⇥ 106 time-shifted instances
of 16 days of the observation time. Figure 1 reports the
cumulative false alarm rate distributions as a function
of the detection statistic ⌘c for the three defined search
classes. The significance of a candidate event is measured
against the background of its class. As shown in the plot,
the C1 search class is a↵ected by a tail of blip glitches
with the false alarm rate of approximately 0.01 y�1. Con-
fining glitches in the C1 class enhances the search sensi-
tivity to gravitational-wave signals falling in the C2 and
C3 classes. In fact, the tail is reduced by more than
two orders of magnitude in the C2 search class. The
background rates in the C3 search class are almost ten
times lower than in C2, with no prominent tail of loud
events, indicating that it is highly unlikely for detectors
to produce coherent background events with a chirping
time-frequency evolution.

To check the homogeneity and stability of background
rates shown in Figure 1, these distributions have been
compared between instances of background data, gen-
erated with di↵erent time-shifts between the detectors,
finding no evidence for any dependence on the time-shift
interval or on the time-period of data collection.
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FIG. 2. Search results (in orange) and expected number of background events (black) in 16 day of the observation time as a
function of the cWB detection statistic (bin size 0.2) for the C3 search class (left) and C2 +C3 search class (right). The black
curve shows the total number of background events found in 67 400 years of data, rescaled to 16 days of observation time. The
orange star represents GW150914, found in the C3 search class.
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FIG. 3. Cumulative rate distribution of background events
as a function of oLIB ranking statistic log⇤. GW150914 is
the only event in the search results to pass all thresholds. Its
statistic value log⇤ = 0.80 corresponds to a background FAR
of ' 1 in 27 000 years.

cuts.

C. BayesWave follow-up

The BayesWave pipeline is a Bayesian algorithm de-
signed to robustly distinguish GW signals from glitches
in the detectors [31, 41]. In this search, BayesWave is run
as a follow-up analysis to triggers identified by cWB. For
each candidate event, BayesWave compares the marginal-
ized likelihood, or evidence, between three hypotheses:
The data contain only Gaussian noise; the data contain
Gaussian noise and noise transients (glitches); or the data
contain Gaussian noise and an astrophysical signal.

The BayesWave algorithm models signals and glitches
using a linear combination of sine-Gaussian wavelets.

FIG. 4. Cumulative rate distribution of background events as
a function of the cWB+BayesWave detection statistic lnBSG.
The cWB+BayesWave pipeline considers all cWB candidates
with ⌘c > 11.3 (combining all three curves in Fig. 1). In
the equivalent of 67 400 years of data, GW150914 was the
only zero-lag event to pass all thresholds. Only one noise
coincidence is ranked higher than GW150914.

The number of wavelets needed in the glitch or signal
model is not fixed a priori, but instead is optimized using
a reversible jump Markov chain Monte Carlo. The glitch
model fits the data separately in each interferometer with
an independent linear combination of wavelets. The sig-
nal model reconstructs the candidate event at some fidu-
cial location (the center of the Earth), taking into account
the response of each detector in the network to that sig-
nal. BayesWave uses a parameterized phenomenological
model, BayesLine, for the instrument noise spectrum, si-
multaneously characterizing the Gaussian noise and in-
strument/astrophysical transients [41].

BayesWave produces posterior distributions for the pa-
rameters of each model under consideration. For the sig-

Hierarchical pipeline uses existing tools:  
	 Omicron + LALInference Burst

“Joint Likelihood” method compares injection & glitch 
populations

Fully independent from other two methods 

2

sian, there is uncertainty regarding how optimal their
exact statistics are for unmodeled bursts in real detec-
tor noise. oLIB presents a way to algorithmically and
independently generate optimal search statistics for pro-
posed signal and noise hypotheses through an application
of information-theoretic concepts. Furthermore, it com-
presses these data streams into a single scalar detection
statistic instead of a vector of search statistics, which
removes the arbitrariness of placing thresholds that can
a↵ect other multi-statistic pipelines. This compression is
done in such a manner that it minimizes the information
lost concerning the signal-versus-noise hypothesis. This
process is carried out by first incoherently (i.e, analyzing
each detector separately) selecting a subset of data con-
taining excess power, which is obtained through a time-
frequency decomposition based on the Q-transform [24–
26] that we will refer to as Omicron. This first step in
trigger generation is followed by a coincidence between
multiple detectors. The set of most “signal-like” inco-
herent coincidences are handed to a coherent (i.e., an-
alyzing across all detectors simulataneously) follow-up,
performed with LALInference Burst (LIB) [14, 27, 28],
which compresses the data into search statistics. Apply-
ing a likelihood-ratio test (LRT) to these search statistics
produces a scalar search statistic, which is then mapped
into a significance estimate of the resulting GW burst
triggers. At each step in the pipeline, we take care to an-
alyze possible losses of information, which include model-
ing uncertainty and/or waveform mismatch, among other
sources.

While the signals oLIB targets are inherently unknown,
the pipeline makes some assumptions about their mor-
phology. However, we demonstrate that the detection
e�ciency for any given morphology is not strongly in-
fluenced by which morphology we use to model oLIB’s
likelihood estimates. This shows that oLIB is robust
against mismatches between the assumed signal popula-
tion and the actual signal population, allowing us to ap-
proximately quantify any systematic sub-optimality due
to poor assumptions about signal populations. We also
quantify how well oLIB can recover di↵erent GW mor-
phologies. While oLIB is more sensitive to signals that
better match its assumptions, it can still detect signals
that di↵er significantly from its internal models at astro-
physically relevant signal strengths. Furthermore, these
robust detection statements can be reached in real time,
allowing oLIB to inform the rapid follow-up of GW can-
didates, if not initiate the follow-up itself.

We describe oLIB’s algorithmic structure in more de-
tail in §II, focusing on the information theoretic justifi-
cation of our design choices in §IIA. We present the in-
coherent trigger generation in §II B and coincidence tests
in §II C. §IID describes the coherent analysis using LIB
and §II E discusses the LRT and how it is used within
oLIB. Using archival (public) LIGO data, we present an
example analysis in §III. This includes a description of
a hierarchical method of estimating oLIB’s background
in §III C and the distributions of the detection statistics

used to form the likelihood ratio in §III B. We conclude in
§IV and provide many technical details in the Appendix.

II. ALGORITHM DESCRIPTION

In this section, we describe the workflow within oLIB
and justify the design choices at each step. The pipeline
is graphically depicted in Fig. 1. A general motivation is
provided in §IIA, and the specific steps in the pipeline are
described afterward. §II B describes the Omicron trigger
production and §II C describes the incoherent coincidence
requirements and down-selection. We describe the LIB
coherent follow-up in §IID and describe the LRT used to
determine a trigger’s significance in §II E 1.

Time Segments

Omicron

Strain Data

Single-IFO Trigs

Coincidence

0-lag Trigs

LIB

Timeslide Trigs

oSNR

BSN

BCI

Likelihood Ratio

Significance

Signal Model

Noise Model

FIG. 1. A flow chart illustrating the hierarchical structure
of the oLIB pipeline. Calibrated strain data and analyzable
time segments are fed into Omicron, which produces single-
interferometer triggers. The triggers are down-selected via
incoherent clustering, data-quality vetoes, and coincidence.
Sets of the most significant foreground (0-lag) and background
(timeslide) events are passed onto LIB. The Bayes factors
produced by LIB (BSN, BCI) and Omicron’s estimate of the
SNR (oSNR) are combined using an LRT. The LRT also re-
quires likelihood models for both the detection (signal) and
non-detection (noise) hypotheses. Finally, the LRT provides
a measure of the foreground events’ detection significance (a
false-alarm rate (FAR)).

Fig 1 from Lynch et al. (2015)

FAR = 1 in 27,000 years
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FIG. 2. Search results (in orange) and expected number of background events (black) in 16 day of the observation time as a
function of the cWB detection statistic (bin size 0.2) for the C3 search class (left) and C2 +C3 search class (right). The black
curve shows the total number of background events found in 67 400 years of data, rescaled to 16 days of observation time. The
orange star represents GW150914, found in the C3 search class.

FIG. 3. Cumulative rate distribution of background events
as a function of oLIB ranking statistic log⇤. GW150914 is
the only event in the search results to pass all thresholds. Its
statistic value log⇤ = 0.80 corresponds to a background FAR
of ' 1 in 27 000 years.

cuts.

C. BayesWave follow-up

The BayesWave pipeline is a Bayesian algorithm de-
signed to robustly distinguish GW signals from glitches
in the detectors [31, 41]. In this search, BayesWave is run
as a follow-up analysis to triggers identified by cWB. For
each candidate event, BayesWave compares the marginal-
ized likelihood, or evidence, between three hypotheses:
The data contain only Gaussian noise; the data contain
Gaussian noise and noise transients (glitches); or the data
contain Gaussian noise and an astrophysical signal.

The BayesWave algorithm models signals and glitches
using a linear combination of sine-Gaussian wavelets.
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FIG. 4. Cumulative rate distribution of background events as
a function of the cWB+BayesWave detection statistic lnBSG.
The cWB+BayesWave pipeline considers all cWB candidates
with ⌘c > 11.3 (combining all three curves in Fig. 1). In
the equivalent of 67 400 years of data, GW150914 was the
only zero-lag event to pass all thresholds. Only one noise
coincidence is ranked higher than GW150914.

The number of wavelets needed in the glitch or signal
model is not fixed a priori, but instead is optimized using
a reversible jump Markov chain Monte Carlo. The glitch
model fits the data separately in each interferometer with
an independent linear combination of wavelets. The sig-
nal model reconstructs the candidate event at some fidu-
cial location (the center of the Earth), taking into account
the response of each detector in the network to that sig-
nal. BayesWave uses a parameterized phenomenological
model, BayesLine, for the instrument noise spectrum, si-
multaneously characterizing the Gaussian noise and in-
strument/astrophysical transients [41].

BayesWave produces posterior distributions for the pa-
rameters of each model under consideration. For the sig-

BayesWave Follow-up

Hierarchical pipeline – BayesWave follows up cWB triggers

Computes Bayesian evidence for signal and glitch models

Uses waveform complexity as well as “coherence” 

Treats whole cWB search space as a single bin 

FAR = 1 in 67,400 years

cWB + BayesWave
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FIG. 8. Marginal distributions of the polar angle defined by
triangulation. These give a measure of the width of each ring.

confidence regions Fidelity

50% 90% LIB BW LALInf LALNoCE

cWB 98 deg2 308 deg2 0.55 0.55 0.51 0.50

LIB 208 deg2 746 deg2 - 0.45 0.68 0.28

BW 101 deg2 634 deg2 - - 0.68 0.87

LALInf 140 deg2 590 deg2 - - - 0.81

LALNoCE 48 deg2 150 deg2 - - - -

TABLE II: Confidence regions and Fidelity values from
GW150914. The Fidelity measures the similarity of two
skymaps. The LALInference skymaps are shown both
with (LALInf) and without (LALNoCE) calibration

uncertainty included. The shown burst skymaps do not
include calibration uncertainties, which would make the

uncertainty regions larger.

best fit parameters within a well-defined waveform fam-
ily, the cWB and BayesWave waveform reconstruction
algorithms make very weak assumptions about the form
of the signal. The oLIB pipeline assumes a sine-Gaussian
waveform, and so provides a less detailed reconstruc-
tion. The BayesWave version used in this analysis as-
sumes that the signal is elliptically polarized, but is oth-
erwise free to reconstruct any astrophysical signal in the
searched time-frequency volume.

Figure 9 shows both the cWB point estimate and the
BayesWave 90% credible interval for the reconstructed,
whitened, time-domain signal waveform, as projected
onto each detector. The waveforms are seen to largely
agree, and include the main expected features from a
chirp signal due to a compact object merger. The
BayesWave waveforms have a median match of 94% with
the posterior samples from a Bayesian analysis that uses
waveform templates that account for the inspiral, merger
and ringdown phases of the BBH coalescence [40].

To measure the accuracy of these reconstructions, we
use the set of simulated BBH systems described in Sec-
tion IV. For each event recovered by BayesWave, we cal-
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FIG. 9. The cWB point estimate for the waveform and the
90% credible interval from the BayesWave analysis. The re-
constructed waveforms and shown data are whitened using
estimated noise curves for each detector at the time of the
event. On the y-axis, Sigma is a measure of the amplitude in
terms of the number of noise standard deviations.

FIG. 10. Match between the whitened injected and
BayesWave reconstructed waveforms for the simulation set
described in Section IV. The line indicates the median match
and the shaded region shows the 1 � uncertainty. M indi-
cates the total mass of the black-hole binary, measured in
solar masses.

culate the match between the injected and reconstructed
waveforms. The results are shown in Figure 10. At
fixed SNR the match between the simulated and the re-
constructed waveform is systematically higher for higher
mass signals because larger mass BBH signals have a
smaller time-frequency volume, allowing them to be fit
with a smaller number of wavelets. For the simulations
similar to GW150914, in the mass bin from 60 to 100 M�
and around network SNR 20, we see most matches are
between 90% and 95% accurate.
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best fit parameters within a well-defined waveform fam-
ily, the cWB and BayesWave waveform reconstruction
algorithms make very weak assumptions about the form
of the signal. The oLIB pipeline assumes a sine-Gaussian
waveform, and so provides a less detailed reconstruc-
tion. The BayesWave version used in this analysis as-
sumes that the signal is elliptically polarized, but is oth-
erwise free to reconstruct any astrophysical signal in the
searched time-frequency volume.

Figure 9 shows both the cWB point estimate and the
BayesWave 90% credible interval for the reconstructed,
whitened, time-domain signal waveform, as projected
onto each detector. The waveforms are seen to largely
agree, and include the main expected features from a
chirp signal due to a compact object merger. The
BayesWave waveforms have a median match of 94% with
the posterior samples from a Bayesian analysis that uses
waveform templates that account for the inspiral, merger
and ringdown phases of the BBH coalescence [40].

To measure the accuracy of these reconstructions, we
use the set of simulated BBH systems described in Sec-
tion IV. For each event recovered by BayesWave, we cal-

FIG. 9. The cWB point estimate for the waveform and the
90% credible interval from the BayesWave analysis. The re-
constructed waveforms and shown data are whitened using
estimated noise curves for each detector at the time of the
event. On the y-axis, Sigma is a measure of the amplitude in
terms of the number of noise standard deviations.
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FIG. 10. Match between the whitened injected and
BayesWave reconstructed waveforms for the simulation set
described in Section IV. The line indicates the median match
and the shaded region shows the 1 � uncertainty. M indi-
cates the total mass of the black-hole binary, measured in
solar masses.

culate the match between the injected and reconstructed
waveforms. The results are shown in Figure 10. At
fixed SNR the match between the simulated and the re-
constructed waveform is systematically higher for higher
mass signals because larger mass BBH signals have a
smaller time-frequency volume, allowing them to be fit
with a smaller number of wavelets. For the simulations
similar to GW150914, in the mass bin from 60 to 100 M�
and around network SNR 20, we see most matches are
between 90% and 95% accurate.

“… Both the cWB point estimate and the 
BayesWave 90% credible interval for the 
reconstructed,  whitened, time-domain 
signal waveform, as projected onto each 
detector. The waveforms are seen to 
largely agree …”

• Two methods are used to extract best fit waveforms (cWB & 
Bayeswave) 

• Gives a picture of the single signal that best explains the data in 
all detectors 

• No astrophysical model, so matching a BBH waveform is a highly 
significant result 

• Comparing this waveform to model predictions is a powerful 
technique

Waveform reconstructions are  
> 90% accurate

the simulations similar to GW150914, in the mass bin 
from 60 to 100 M⊙ and around network SNR 20, we 
see most matches are between 90% and 95% 
accurate. 



Searches for Transient Signals

Generic transient Search 
a.k.a., Unmodeled Search or  

Burst Search

Binary coalescence search 
template-based search  

a.k.a., CBC Search

• inspiral 
• merger 
• ringdown

precise  
waveforms

• short duration transients 
• various sources e.g., 

more massive compact 
binaries,  supernovae

(compact binary coalescence)

  

Waveforms
● Numerical relativity

either finite differencing or spectral methods

● Effective One Body (EOBNR)
maps two body problem to one body problem via effective 
Hamiltonian and calibrated to numerical simulations

● IMRPhenom
combines post-Newtonian inspiral with phenomenological fit 
model of numerical simulations of late inspiral and merger, and 
quasi-analytical ringdown phase

Khan et al. PRD 93 (2016) 044007

  

Other potential aLIGO sources

● Neutron stars – tidally disrupting

● Deformed rotating neutron stars

● Supernovae

● Stochastic background

Source: NASA/HST

source: NASA/HST
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III. PYCBC ANALYSIS

The PyCBC analysis [3–5] uses fundamentally the same
methods [12, 15, 62–72] as those used to search for gravi-
tational waves from compact binaries in the initial LIGO and
Virgo detector era [73–84], with the improvements described
in Refs. [3, 4]. In this Section, we describe the configuration
and tuning of the PyCBC analysis used in this search. To pre-
vent bias in the search result, the configuration of the analysis
was determined using data taken prior to the observation pe-
riod searched. When GW150914 was discovered by the low-
latency transient searches [1], all tuning of the PyCBC anal-
ysis was frozen to ensure that the reported false alarm prob-
abilities are unbiased. No information from the low-latency
transient search is used in this analysis.

Of the 17.5 days of data that are used as input to the anal-
ysis, the PyCBC analysis discards times for which either of
the LIGO detectors is in their observation state for less than
2064 s; shorter intervals are considered to be unstable detec-
tor operation by this analysis and are removed from the ob-
servation time. After discarding time removed by data-quality
vetoes and periods when detector operation is considered un-
stable the observation time remaining is 16 days.

For each template h(t) and for the strain data from a sin-
gle detector s(t), the analysis calculates the square of the
matched-filter SNR defined by [12]

r

2(t) ⌘ 1
hh|hi

|hs|hi(t)|2 , (1)

where the correlation is defined by

hs|hi(t) = 4
Z •

0

s̃( f )h̃⇤( f )
Sn( f )

e2pi f t d f , (2)

where s̃( f ) is the Fourier transform of the time domain quan-
tity s(t) given by

s̃( f ) =
Z •

�•
s(t)e�2pi f t dt. (3)

The quantity Sn(| f |) is the one-sided average power spec-
tral density of the detector noise, which is re-calculated ev-
ery 2048 s (in contrast to the fixed spectrum used in template
bank construction). Calculation of the matched-filter SNR in
the frequency domain allows the use of the computationally
efficient Fast Fourier Transform [85, 86]. The square of the
matched-filter SNR in Eq. (1) is normalized by

hh|hi = 4
Z •

0

h̃( f )h̃⇤( f )
Sn( f )

d f , (4)

so that its mean value is 2, if s(t) contains only stationary
noise [87].

Non-Gaussian noise transients in the detector can produce
extended periods of elevated matched-filter SNR that increase
the search background [4]. To mitigate this, a time-frequency
excess power (burst) search [88] is used to identify high-
amplitude, short-duration transients that are not flagged by

data-quality vetoes. If the burst search generates a trigger with
a burst SNR exceeding 300, the PyCBC analysis vetoes these
data by zeroing out 0.5s of s(t) centered on the time of the
trigger. The data is smoothly rolled off using a Tukey window
during the 0.25 s before and after the vetoed data. The thresh-
old of 300 is chosen to be significantly higher than the burst
SNR obtained from plausible binary signals. For comparison,
the burst SNR of GW150914 in the excess power search is
⇠ 10. A total of 450 burst-transient vetoes are produced in
the two detectors, resulting in 225 s of data removed from the
search. A time-frequency spectrogram of the data at the time
of each burst-transient veto was inspected to ensure that none
of these windows contained the signature of an extremely loud
binary coalescence.

The analysis places a threshold of 5.5 on the single-detector
matched-filter SNR and identifies maxima of r(t) with respect
to the time of arrival of the signal. For each maximum we
calculate a chi-squared statistic to determine whether the data
in several different frequency bands are consistent with the
matching template [15]. Given a specific number of frequency
bands p, the value of the reduced c

2
r is given by

c

2
r =

p
2p�2

1
hh|hi

p

Â
i=1

����hs|hii� hs|hi
p

����
2
, (5)

where hi is the sub-template corresponding to the i-th fre-
quency band. Values of c

2
r near unity indicate that the signal is

consistent with a coalescence. To suppress triggers from noise
transients with large matched-filter SNR, r(t) is re-weighted
by [64, 82]

r̂ =

8
<

:
r

�⇥
(1+(c

2
r )3)/2

⇤ 1
6 , if c

2
r > 1,

r, if c

2
r  1.

(6)

Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c
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The PyCBC analysis [3–5] uses fundamentally the same
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in Refs. [3, 4]. In this Section, we describe the configuration
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was determined using data taken prior to the observation pe-
riod searched. When GW150914 was discovered by the low-
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ysis was frozen to ensure that the reported false alarm prob-
abilities are unbiased. No information from the low-latency
transient search is used in this analysis.

Of the 17.5 days of data that are used as input to the anal-
ysis, the PyCBC analysis discards times for which either of
the LIGO detectors is in their observation state for less than
2064 s; shorter intervals are considered to be unstable detec-
tor operation by this analysis and are removed from the ob-
servation time. After discarding time removed by data-quality
vetoes and periods when detector operation is considered un-
stable the observation time remaining is 16 days.

For each template h(t) and for the strain data from a sin-
gle detector s(t), the analysis calculates the square of the
matched-filter SNR defined by [12]

r

2(t) ⌘ 1
hh|hi

|hs|hi(t)|2 , (1)

where the correlation is defined by

hs|hi(t) = 4
Z •

0

s̃( f )h̃⇤( f )
Sn( f )

e2pi f t d f , (2)

where s̃( f ) is the Fourier transform of the time domain quan-
tity s(t) given by

s̃( f ) =
Z •

�•
s(t)e�2pi f t dt. (3)

The quantity Sn(| f |) is the one-sided average power spec-
tral density of the detector noise, which is re-calculated ev-
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so that its mean value is 2, if s(t) contains only stationary
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Non-Gaussian noise transients in the detector can produce
extended periods of elevated matched-filter SNR that increase
the search background [4]. To mitigate this, a time-frequency
excess power (burst) search [88] is used to identify high-
amplitude, short-duration transients that are not flagged by

data-quality vetoes. If the burst search generates a trigger with
a burst SNR exceeding 300, the PyCBC analysis vetoes these
data by zeroing out 0.5s of s(t) centered on the time of the
trigger. The data is smoothly rolled off using a Tukey window
during the 0.25 s before and after the vetoed data. The thresh-
old of 300 is chosen to be significantly higher than the burst
SNR obtained from plausible binary signals. For comparison,
the burst SNR of GW150914 in the excess power search is
⇠ 10. A total of 450 burst-transient vetoes are produced in
the two detectors, resulting in 225 s of data removed from the
search. A time-frequency spectrogram of the data at the time
of each burst-transient veto was inspected to ensure that none
of these windows contained the signature of an extremely loud
binary coalescence.

The analysis places a threshold of 5.5 on the single-detector
matched-filter SNR and identifies maxima of r(t) with respect
to the time of arrival of the signal. For each maximum we
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c

2 test.
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c
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amplitude, short-duration transients that are not flagged by

data-quality vetoes. If the burst search generates a trigger with
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data by zeroing out 0.5s of s(t) centered on the time of the
trigger. The data is smoothly rolled off using a Tukey window
during the 0.25 s before and after the vetoed data. The thresh-
old of 300 is chosen to be significantly higher than the burst
SNR obtained from plausible binary signals. For comparison,
the burst SNR of GW150914 in the excess power search is
⇠ 10. A total of 450 burst-transient vetoes are produced in
the two detectors, resulting in 225 s of data removed from the
search. A time-frequency spectrogram of the data at the time
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of these windows contained the signature of an extremely loud
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The analysis places a threshold of 5.5 on the single-detector
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c

2 test.
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amplitude, short-duration transients that are not flagged by
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⇠ 10. A total of 450 burst-transient vetoes are produced in
the two detectors, resulting in 225 s of data removed from the
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of each burst-transient veto was inspected to ensure that none
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c
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in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.
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frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
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weighted SNR for Advanced LIGO engineering run data taken
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the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 54], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [89] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [82, 83]. Investigations on
data from LIGO’s sixth science run [83, 90] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c

2 test.
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FIG. 8. Left: PyCBC matched-filter SNR (blue), re-weighted SNR (purple) and c

2 (green) versus time of the best-matching template at the
time of GW150914. The top plot shows the Hanford detector; bottom, Livingston. Right: Observed matched-filter SNR (blue) and expected
matched-filter SNR (purple) versus time for the best-matching template at the time of GW150914, as reported by the GstLAL analysis. The
expected matched-filter SNR is based on the autocorrelation of the best-matching template. The dashed black lines indicate 1s deviations
expected in Gaussian noise.

time together with the predicted SNR time series computed
from the autocorrelation function of the best-fit template.
The difference between the autocorrelation and the observed
matched-filter SNR is used to perform the GstLAL waveform-
consistency test. The autocorrelation matches the observed
matched-filter SNR extremely well, with consistency test val-
ues of xH1 = 1 and xL1 = 0.7. No other triggers with compa-
rable matched-filter SNR had such low values of the signal-
consistency test during the entire observation period.

Both analyses have shown that the probability that
GW150914 was formed by random coincidence of detec-
tor noise is extremely small. We therefore conclude that
GW150914 is a gravitational-wave signal. To measure the
signal parameters, we use parameter estimation methods that
assume the presence of a coherent coalescing binary signal
in the data from both detectors [18, 96]. Two waveform
models were used which included inspiral, merger and ring-
down portions of the signal: one which includes spin compo-
nents aligned with orbital angular momentum [60, 97] and one
which includes the dominant modulation of the signal due to
orbital precession caused by mis-aligned spins [98, 99]. The
parameter estimates are described by a continuous probability
density function over the source parameters. We conclude that
GW150914 is a nearly equal mass black-hole binary system
of source-frame masses 36+5

�4 M� and 29+4
�4 M� (median and

90% credible range). The spin magnitude of the primary black
hole is constrained to be less than 0.7 with 90% probability.
The most stringent constraint on the spins of the two black
holes is on the effective spin parameter ceff = �0.07+0.16

�0.17.
The parameters of the best-fit template are consistent with
these values, given the discrete nature of the template bank.

We estimate GW150914 to be at a luminosity distance of
410+160

�180 Mpc, which corresponds to a redshift 0.09+0.03
�0.04. Full

details of the source parameters for GW150914 are given in
Ref. [18] and summarized in Table I.

When an event is confidently identified as a real gravita-
tional wave signal, as for GW150914, the background used
to determine the significance of other events is re-estimated
without the contribution of this event. This is the background
distribution shown as purple lines in Fig. 7. Both analyses
reported a candidate event on October 12, 2015 at 09:54:43
UTC as the second-loudest event in the observation period,
which we refer to as LVT151012. This candidate event has
a combined matched-filter SNR of 9.6. The PyCBC analy-
sis reported a false alarm rate of 1 per 2.3 years and a corre-
sponding false alarm probability of 0.02 for this event. The
GstLAL analysis reported a false alarm rate of 1 per 1.1 years
and a false alarm probability of 0.05. These results are consis-
tent with expectations for candidate events with low matched-
filter SNR, since PyCBC and GstLAL use different ranking
statistics and background estimation methods. Detector char-
acterization studies have not identified an instrumental or en-
vironmental artifact as causing this candidate event [14], how-
ever its false alarm probability is not sufficiently low to con-
fidently claim the event as a signal. It is significant enough
to warrant follow-up, however. The results of signal parame-
ter estimation, shown in Table I, indicate that if LVT151012
is of astrophysical origin, then the source would be a stellar-
mass binary black hole system with source-frame component
masses 23+18

�6 M� and 13+4
�5 M�. The effective spin would be

ceff = 0.0+0.3
�0.2 and the distance 1100+500

�500 Mpc.



CBC searches

• Searches use waveform predictions to  perform matched filtering
• Searches organized as a function of source types and technical 

specifics (waveforms)
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Template bank construction

One fixed bank for entire analysis period  

	 	 ○  Derived from ER8 PSD  

	 	 ○  Common between pycbc and gstlal  

	 	 ○  ~250,000 templates  

  

	 	 ●  Combination of geometric & stochastic placement  

	 	 ●  Waveform models:  

	 	 ○  TaylorF2 for Mtotal ≤ 4M   

	 	 ○  SEOBNRv2 (ROM) for 4M ≤ Mtotal  

F. Marion



Pipeline Methods

● Both pipelines are based on the matched filter 
SNR plus χ2 consistency tests

○ Traditional frequency-domain χ2 (pycbc)
○ Time-domain autocorrelation χ2 (gstlal)

● Exact mass and spin parameter coincidence

● +/- 15ms time coincidence window
○ 10ms maximal light-travel time
○ + 5ms for autocorrelation time of templates

8

Pipeline Methods Section IV
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FIG. 1. The four-dimensional search parameter space covered by
the template bank shown projected into the component-mass plane,
using the convention m1 > m2. The lines bound mass regions with
different limits on the dimensionless aligned-spin parameters c1 and
c2. Each point indicates the position of a template in the bank. The
circle highlights the template that best matches GW150914. This
does not coincide with the best-fit parameters due to the discrete na-
ture of the template bank.

placed using a combination of geometric and stochastic meth-
ods [7, 46, 47, 86] such that the loss in matched-filter SNR
caused by its discrete nature is . 3%. Approximately 250,000
template waveforms are used to cover this parameter space,
as shown in Fig. 1. The performance of the template bank is
tested numerically by simulating binary black hole waveforms
and determining the fraction of the total possible matched-
filter SNR recovered for each simulated signal (the fitting fac-
tor) [48]. Figure 2 shows the resulting distribution of fit-
ting factors obtained over the observation period. The loss
in matched-filter SNR is less than 3% for more than 99% of
the 105 simulated signals.

The template bank assumes that the spins of the two com-
pact objects are aligned with the orbital angular momentum.
The resulting templates can nonetheless effectively recover
systems with misaligned spins in the parameter-space region
of GW150914. Figure 3 shows the effective fitting factor
for simulated signals from a population of simulated precess-
ing binary black holes that are uniform in co-moving vol-
ume [49, 50]. The effective fitting factor weights the fraction
of the matched-filter SNR recovered by the amplitude of the
signal [51]. A signal that has a low fitting factor may also have
a poor orientation. When its strain is projected onto the detec-
tor, the amplitude of the signal may be too small to detect even
if there was no mismatch between the signal and the template;
the weighting in the effective fitting accounts for this. The ef-
fective fitting factor is lowest at high mass ratios and low total
mass, where the effects of precession are more pronounced. In
the region close to the parameters of GW150914 the aligned-
spin template bank is sensitive to a large fraction of precessing
signals [50].

In addition to possible gravitational-wave signals, the de-

FIG. 2. Cumulative distribution of fitting factors obtained with
the template bank for a population of simulated aligned-spin binary
black hole signals. Less than 1% of the signals have an matched-filter
SNR loss greater than 3%, demonstrating that the template bank has
good coverage of the target search space.

FIG. 3. The effective fitting factor between simulated precessing bi-
nary black hole signals and the template bank used for the search as
a function of detector-frame total mass and mass ratio, averaged over
each rectangular tile. The effective fitting factor gives the volume-
averaged reduction in the sensitive distance of the search at fixed
matched-filter SNR due to mismatch between the template bank and
signals. The cross shows the location of GW150914. The high ef-
fective fitting factor near GW150914 demonstrates that the aligned-
spin template bank used in this search can effectively recover systems
with misaligned spins and similar masses to GW150914.

tector strain contains a stationary noise background that pri-
marily arises from photon shot noise at high frequencies and
seismic noise at low frequencies. In the mid-frequency range,
detector commissioning has not yet reached the point where
test mass thermal noise dominates, and the noise at mid fre-
quencies is poorly understood [14, 17, 52]. The detector strain
data also exhibits non-stationarity and non-Gaussian noise

Binary Coalescence Search 
CBC Search

• Parameter space covers: BNS, NSBH and BBH

• Aligned spin effects: -0.05 ≤ χNS ≤ 0.05 -0.9895 ≤ χBH ≤ 0.9895


• 2M  ≤ Mtotal ≤ 100M   1M  ≤ M1,2 ≤ 99M
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FIG. 1. The four-dimensional search parameter space covered by
the template bank shown projected into the component-mass plane,
using the convention m1 > m2. The lines bound mass regions with
different limits on the dimensionless aligned-spin parameters c1 and
c2. Each point indicates the position of a template in the bank. The
circle highlights the template that best matches GW150914. This
does not coincide with the best-fit parameters due to the discrete na-
ture of the template bank.

placed using a combination of geometric and stochastic meth-
ods [7, 46, 47, 86] such that the loss in matched-filter SNR
caused by its discrete nature is . 3%. Approximately 250,000
template waveforms are used to cover this parameter space,
as shown in Fig. 1. The performance of the template bank is
tested numerically by simulating binary black hole waveforms
and determining the fraction of the total possible matched-
filter SNR recovered for each simulated signal (the fitting fac-
tor) [48]. Figure 2 shows the resulting distribution of fit-
ting factors obtained over the observation period. The loss
in matched-filter SNR is less than 3% for more than 99% of
the 105 simulated signals.

The template bank assumes that the spins of the two com-
pact objects are aligned with the orbital angular momentum.
The resulting templates can nonetheless effectively recover
systems with misaligned spins in the parameter-space region
of GW150914. Figure 3 shows the effective fitting factor
for simulated signals from a population of simulated precess-
ing binary black holes that are uniform in co-moving vol-
ume [49, 50]. The effective fitting factor weights the fraction
of the matched-filter SNR recovered by the amplitude of the
signal [51]. A signal that has a low fitting factor may also have
a poor orientation. When its strain is projected onto the detec-
tor, the amplitude of the signal may be too small to detect even
if there was no mismatch between the signal and the template;
the weighting in the effective fitting accounts for this. The ef-
fective fitting factor is lowest at high mass ratios and low total
mass, where the effects of precession are more pronounced. In
the region close to the parameters of GW150914 the aligned-
spin template bank is sensitive to a large fraction of precessing
signals [50].

In addition to possible gravitational-wave signals, the de-

FIG. 2. Cumulative distribution of fitting factors obtained with
the template bank for a population of simulated aligned-spin binary
black hole signals. Less than 1% of the signals have an matched-filter
SNR loss greater than 3%, demonstrating that the template bank has
good coverage of the target search space.
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FIG. 3. The effective fitting factor between simulated precessing bi-
nary black hole signals and the template bank used for the search as
a function of detector-frame total mass and mass ratio, averaged over
each rectangular tile. The effective fitting factor gives the volume-
averaged reduction in the sensitive distance of the search at fixed
matched-filter SNR due to mismatch between the template bank and
signals. The cross shows the location of GW150914. The high ef-
fective fitting factor near GW150914 demonstrates that the aligned-
spin template bank used in this search can effectively recover systems
with misaligned spins and similar masses to GW150914.

tector strain contains a stationary noise background that pri-
marily arises from photon shot noise at high frequencies and
seismic noise at low frequencies. In the mid-frequency range,
detector commissioning has not yet reached the point where
test mass thermal noise dominates, and the noise at mid fre-
quencies is poorly understood [14, 17, 52]. The detector strain
data also exhibits non-stationarity and non-Gaussian noise

analysis time 38.6 days ⇒ 17.5 days coincident time 

TaylorF2 for Mtotal ≤ 4M

SEOBNRv2 (ROM) for 4M ≤ Mtotal

arXiv:1602.0389



Template bank validation

● Demonstrate effectualness to 
non-precessing BBH with 105 

SEOBNRv2 waveforms 

      ○  < 1% have match < 97%, 
using average PSD for these 
data 

● Also show bank sensitivity to 
precessing signals


● Demonstrate effectualness to 
non-precessing BBH with 105 
SEOBNRv2 waveforms (Fig. 3)

○ < 1% have match < 97%, using 
average PSD for these data

● Also show bank sensitivity to 
precessing signals (Fig. 4)
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Template Bank Validation

Figure 3: template bank coverage 
to non-precessing IMR signals  

Section II
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where hi is the sub-template corresponding to the i-th fre-
quency band. Values of c

2
r near unity indicate that the signal is

consistent with a coalescence. To suppress triggers from noise
transients with large matched-filter SNR, r(t) is re-weighted
by [62, 77]
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Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 52], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [84] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [77, 78]. Investigations on
data from LIGO’s sixth science run [78, 85] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c

2 test.
Empirically, we find that choosing the number of bins accord-
ing to

p = b0.4( fpeak/Hz)2/3c (7)

gives better suppression of noise transients in Advanced LIGO
data, as shown in the right panels of Fig. 4.

The PyCBC analysis enforces signal coincidence between
detectors by selecting trigger pairs that occur within a 15ms
window and come from the same template. We rank coinci-
dent events based on the quadrature sum r̂c of the r̂ from both
detectors [4]. The final step of the analysis is to cluster the co-
incident events, by selecting those with the largest value of r̂c
in each time window of 10 s. Any other events in the same
time window are discarded. This ensures that a loud signal
or transient noise artifact gives rise to at most one candidate
event [4].

The significance of a candidate event is determined by the
rate at which detector noise produces events with a detection-
statistic value equal to or higher than that of the candidate
event. To measure this, the analysis creates a “background

data set” by artificially shifting the timestamps of one detec-
tor’s triggers by many multiples of 0.1 s and computing a new
set of coincident events. Since the time offset used is always
larger than the time-coincidence window, coincident signals
do not contribute to this background. Under the assump-
tion that noise is not correlated between the detectors [14],
this method provides an unbiased estimate of the noise back-
ground of the analysis.

To account for the noise background varying across the tar-
get signal space, candidate and background events are divided
into different search classes based on template length. Based
on empirical tuning using Advanced LIGO engineering run
data taken between September 2 and September 9, 2015, we
divide the template space into three classes according to: (i)
M < 1.74M�; (ii) M � 1.74M� and fpeak � 220Hz; (iii)
M � 1.74M� and fpeak < 220Hz. The significance of can-
didate events is measured against the background from the
same class. For each candidate event, we compute the false
alarm probability F . This is the probability of finding one
or more noise background events in the observation time with
a detection-statistic value above that of the candidate event,
given by [4, 86]

F (r̂c) ⌘ P(� 1 noise event above r̂c|T,Tb) =

1� exp

�T

1+nb(r̂c)

Tb

�
,

(8)

where T is the observation time of the search, Tb is the back-
ground time, and nb(r̂c) is the number of noise background
triggers above the candidate event’s re-weighted SNR r̂c.

Eq. (8) is derived assuming Poisson statistics for the counts
of time-shifted background events, and for the count of co-
incident noise events in the search [4, 86]. This assump-
tion requires that different time-shifted analyses (i.e. with
different relative shifts between detectors) give independent
realizations of a counting experiment for noise background
events. We expect different time shifts to yield independent
event counts since the 0.1 s offset time is greater than the
10 ms gravitational-wave travel time between the sites plus the
⇠ 1 ms autocorrelation length of the templates. To test the in-
dependence of event counts over different time shifts over this
observation period, we compute the differences in the num-
ber of background events having r̂c > 9 between consecutive
time shifts. Figure 5 shows that the measured differences on
these data follow the expected distribution for the difference
between two independent Poisson random variables [87], con-
firming the independence of time shifted event counts.

If a candidate event’s detection-statistic value is larger
than that of any noise background event, as is the case for
GW150914, then the PyCBC analysis places an upper bound
on the candidate’s false alarm probability. After discarding
time removed by data-quality vetoes and periods when the de-
tector is in stable operation for less than 2064 seconds, the
total observation time remaining is T = 16 days. Repeating
the time-shift procedure ⇠ 107 times on these data produces
a noise background analysis time equivalent to Tb = 608000
years. Thus, the smallest false alarm probability that can be
estimated in this analysis is approximately F = 7 ⇥ 10�8.
Since we treat the search parameter space as 3 independent
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• reduced number of waveform 
templates: Singular Value 
Decomposition (SVD) 

• 240 search bins  
• time-domain autocorrelation 𝝌2 
• SNR=4 single detector threshold 
• background distribution SNR-𝝌2 

plan using single detector triggers

• ~250,000 waveform templates in parameter 
space m1, m2, & spins 

• 𝝌2 re-weighted SNR 
• 3 search bins 

• 1 BNS, 2 based on templates’ frequency at 
peak amplitude 

• traditional frequency-domain 𝝌2 
• False Alarm Rate computed 0.1s time-shifted 

data
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tio is thus:

L =
p(xH,xL,DH,DL|qi,h)

p(xH|qi,n)p(xL|qi,n)
, (10)

where xd = {rd ,x 2
d } are the matched-filter SNR and x

2 in
each detector, and D is a parameter that measures the distance
sensitivity of the given detector during the time of a trigger.

The numerator of the likelihood ratio is generated using an
astrophysical model of signals distributed isotropically in the
nearby Universe to calculate the joint SNR distribution in the
two detectors [16]. The x

2 distribution for the signal hypoth-
esis assumes that the signal agrees to within ⇠ 90% of the
template waveform and that the nearby noise is Gaussian. We
assume all qi are equally likely for signals.

The noise is assumed to be uncorrelated between detectors.
The denominator of the likelihood ratio therefore factors into
the product of the distribution of noise triggers in each detec-
tor, p(xd |qi,n). We estimate these using a two-dimensional
kernel density estimation constructed from all of the single-
detector triggers not found in coincidence in a single bin.

The likelihood ratio L provides a ranking of events such
that larger values of L are associated with a higher probabil-
ity of the data containing a signal. The likelihood ratio itself is
not the probability that an event is a signal, nor does it give the
probability that an event was caused by noise. Computing the
probability that an event is a signal requires additional prior
assumptions. Instead, for each candidate event, we compute
the false alarm probability F . This is the probability of find-
ing one or more noise background events with a likelihood-
ratio value greater than or equal to that of the candidate event.
Assuming Poisson statistics for the background, this is given
by:

F (L ) ⌘ P(L |T,n) = 1� exp[�l (L |T,n)]. (11)

Instead of using time shifts, the GstLAL anlysis estimates the
Poisson rate of background events l (L |T,n) as:

l (L |T,n) = M(T )P(L |n), (12)

where M(T ) is the number of coincident events found above
threshold in the analysis time T , and P(L |n) is the probability
of obtaining one or more events from noise with a likelihood
ratio � L (the survival function). We find this by estimating
the survival function in each template bin, then marginalize
over the bins; i.e., P(L |n) = Âi P(L |qi,n)P(qi|n). In a single
bin, the survival function is

P(L |qi,n) = 1�
Z

S(L )
p0(xH|qi,n)p0(xL|qi,n)dxHdxL. (13)

Here, p0(xd |qi,n) are estimates of the distribution of triggers
in each detector including all of the single-detector triggers,
whereas the estimate of p(xd |qi,n) includes only those trig-
gers which were not coincident. This is consistent with the
assumption that the false alarm probability is computed as-
suming all events are noise.

The integration region S(L ) is the volume of the four-
dimensional space of xd for which the likelihood ratios are

less than L . We find this by Monte Carlo integration
of our estimates of the single-detector noise distributions
p0(xd |qi,n). This is approximately equal to the number of
coincidences that can be formed from the single-detector trig-
gers with likelihood ratios � L divided by the total number of
possible coincidences. We therefore reach a minimum possi-
ble estimate of the survival function, without extrapolation, at
the L for which p0(xH|qi,n)p0(xL|qi,n) ⇠ 1/NH(qi)NL(qi),
where Nd(qi) are the total number of triggers in each detector
in the ith bin.

GW150914 was more significant than any other combina-
tion of triggers. For that reason, we are interested in knowing
the minimum false alarm probability that can be computed by
the GstLAL analysis. All of the triggers in a template bin,
regardless of the template from which they came, are used
to construct the single-detector probability density distribu-
tions p0 within that bin. The false alarm probability estimated
by the GstLAL analysis is the probability that noise triggers
occur within a ±15ms time window and occur in the same
template. Under the assumption that triggers are uniformly
distributed over the bins, the minimum possible false alarm
probability that can be computed is MNbins/(NHNL), where
Nbins is the number of bins used, NH is the total number of
triggers in H, and NL is the total number of triggers in L. For
the present analysis, M ⇠ 1 ⇥ 109, NH ⇠ NL ⇠ 1 ⇥ 1011, and
Nbins is 248, yielding a minimum value of the false alarm prob-
ability of ⇠ 10�11.

We cannot rule out the possibility that noise produced by
the detectors violates the assumption that it is uniformly dis-
tributed among the templates within a bin. If we consider
a more conservative noise hypothesis that does not assume
that triggers are uniformly distributed within a bin and instead
considers each template as a separate qi bin, we can evaluate
the minimum upper bound on the false alarm probability of
GW150914. This assumption would produce a larger mini-
mum false alarm probability value by approximately the ra-
tio of the number of templates to the present number of bins.
Under this noise hypothesis, the minimum value of the false
alarm probability would be ⇠ 10�8, which is consistent with
the minimum false alarm probability bound of the PyCBC
analysis.

Figure 6 shows p(xH|n) and p(xL|n) in the warm colormap.
The cool colormap includes triggers that are also found in co-
incidence, i.e., p0(xH|n) and p0(xL|n), which is the probability
density function used to estimate P(L |n). It has been masked
to only show regions which are not consistent with p(xH|n)
and p(xL|n). In both cases qi has been marginalized over in
order to show all the data on a single figure. The positions
of the two loudest events, described in the next section, are
shown. Figure 6 shows that GW150914 falls in a region with-
out any non-coincident triggers from any bin.

V. SEARCH RESULTS

GW150914 was observed on September 14, 2015 at
09:50:45 UTC as the most significant event by both analy-
ses. The individual detector triggers from GW150914 oc-



GstLAL

• Coincident events ranked according to a likelihood statistic derived from 
single detector trigger distributions 

• Likelihood → FAR mapping based on similarly constructed PDF but with 
coincident events included in the background 13

FIG. 6. Two projections of parameters in the multi-dimensional likelihood ratio ranking for GstLAL (Left: H1, Right: L1). The relative
positions of GW150914 (red cross) and LVT151012 (blue plus) are indicated in the x

2/r

2 vs matched-filter SNR plane. The yellow–black
colormap shows the natural logarithm of the probability density function calculated using only coincident triggers that are not coincident
between the detectors. This is the background model used in the likelihood ratio calculation. The red–blue colormap shows the natural
logarithm of the probability density function calculated from both coincident events and triggers that are not coincident between the detectors.
The distribution showing both candidate events and non-coincident triggers has been masked to only show regions which are not consistent
with the background model. Rather than showing the qi bins in which GW150914 and LVT151012 were found, qi has been marginalized over
to demonstrate that no background triggers from any bin had the parameters of GW150914.

curred within the 10 ms inter-site propagation time with a
combined matched-filter SNR of 24. Both pipelines report the
same matched-filter SNR for the individual detector triggers
in the Hanford detector (rH1 = 20) and the Livingston detec-
tor (rL1 = 13). GW150914 was found with the same tem-
plate in both analyses with component masses 47.9M� and
36.6M�. The effective spin of the best-matching template is
ceff = (c/G)(S1/m1 + S2/m2) · (L̂/M) = 0.2, where S1,2 are
the spins of the compact objects and L̂ is the direction of the
binary’s orbital angular momentum. Due to the discrete na-
ture of the template bank, follow-up parameter estimation is
required to accurately determine the best fit masses and spins
of the binary’s components [18, 91].

The frequency at peak amplitude of the best-matching tem-
plate is fpeak = 144Hz, placing it in noise-background class
(iii) of the PyCBC analysis. Figure 7 (left) shows the result
of the PyCBC analysis for this search class. In the time-shift
analysis used to create the noise background estimate for the
PyCBC analysis, a signal may contribute events to the back-
ground through random coincidences of the signal in one de-
tector with noise in the other detector [86]. This can be seen
in the background histogram shown by the black line. The
tail is due to coincidence between the single-detector triggers
from GW150914 and noise in the other detector. If a loud
signal is in fact present, these random time-shifted coinci-
dences contribute to an overestimate of the noise background
and a more conservative assessment of the significance of an
event. Figure 7 (left) shows that GW150914 has a re-weighted
SNR r̂c = 23.6, greater than all background events in its class.
This value is also greater than all background in the other
two classes. As a result, we can only place an upper bound
on the false alarm rate, as described in Sec. III. This bound

is equal to the number of classes divided by the background
time Tb. With 3 classes and Tb = 608000 years, we find the
false alarm rate of GW150914 to be less than 5 ⇥ 10�6 yr�1.
With an observing time of 384hr, the false alarm probabil-
ity is F < 2 ⇥ 10�7. Converting this false alarm proba-
bility to single-sided Gaussian standard deviations according
to �

p
2 erf�1 [1�2(1�F )], where erf�1 is the inverse er-

ror function, the PyCBC analysis measures the significance of
GW150914 as greater than 5.1s .

The GstLAL analysis reported a detection-statistic value
for GW150914 of lnL = 78, as shown in the right panel of
Fig. 7. The GstLAL analysis estimates the false alarm proba-
bility assuming that noise triggers are equally likely to occur
in any of the templates within a background bin. However, as
stated in Sec. IV, if the distribution of noise triggers is not
uniform across templates, particularly in the part of the bank
where GW150914 is observed, the minimum false alarm prob-
ability would be higher. For this reason we quote the more
conservative PyCBC bound on the false alarm probability of
GW150914 here and in Ref. [1]. However, proceeding un-
der the assumption that the noise triggers are equally likely
to occur in any of the templates within a background bin,
the GstLAL analysis estimates the false alarm probability of
GW150914 to be 1.4⇥10�11. The significance of GW150914
measured by GstLAL is consistent with the bound placed by
the PyCBC analysis and provides additional confidence in the
discovery of the signal.

The difference in time of arrival between the Livingston and
Hanford detectors from the individual triggers in the PyCBC
analysis is 7.1ms, consistent with the time delay of 6.9+0.5

�0.4 ms
recovered by parameter estimation [18]. Figure 8 (left) shows
the matched-filter SNR r , the c

2-statistic, and the re-weighted
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FIG. 10. PyCBC c

2
r (top row) and GstLAL x

2 (bottom row) versus SNR in each detector. Triggers associated with a set of simulated binary
black hole signals that are added in software are shown, colored by the false alarm rate that they were recovered with (crosses). Also shown
are triggers associated with simulated signals that were added to the detectors. We see a clear separation between these simulated signals and
background noise triggers (black dots; for plotting purposes, a threshold was applied to the background, indicated by the gray region). Lines
of constant re-weighted SNR (gray dashed lines) are shown in the PyCBC plot; plotted are r̂ = {8,10,14,20}.
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FIG. 5. The distribution of the differences in the number of events
between consecutive time shifts, where Ci denotes the number of
events in the ith time shift. The green line shows the predicted distri-
bution for independent Poisson processes with means equal to the
average event rate per time shift. The blue histogram shows the
distribution obtained from time-shifted analyses. The variance of
the time-shifted background distribution is 1.996, consistent with the
predicted variance of 2. The distribution of background event counts
in adjacent time shifts is well modeled by independent Poisson pro-
cesses.

classes, each of which may generate a false positive result, this
value should be multiplied by a trials factor or look-elsewhere
effect [59] of 3, resulting in a minimum measurable false
alarm probability of F = 2⇥10�7. The results of the PyCBC
analysis are described in Sec. V.

IV. GSTLAL ANALYSIS

The GstLAL [88] analysis implements a time-domain
matched filter search [6] using techinques that were devel-
oped to perform the near real-time compact-object binary
searches [7, 8]. To accomplish this, the data s(t) and templates
h(t) are each whitened in the frequency domain by dividing
them by an estimate of the power spectral density of the de-
tector noise. An estimate of the stationary noise amplitude
spectrum is obtained with a combined median–geometric-
mean modification of Welch’s method [8]. This procedure
is applied piece-wise on overlapping Hann-windowed time-
domain blocks that are subsequently summed together to yield
a continuous whitened time series sw(t). The time-domain
whitened template hw(t) is then convolved with the whitened
data sw(t) to obtain the matched-filter SNR time series r(t)
for each template. By the convolution theorem, r(t) obtained
in this manner is the same as the r(t) obtained by frequency
domain filtering in Eq. (1).

Of the 17.5 days of data that are used as input to the analy-
sis, the GstLAL analysis discards times for which either of the
LIGO detectors is in their observation state for less than 512 s
in duration. Shorter intervals are considered to be unstable de-

tector operation by this analysis and are removed from the ob-
servation time. After discarding time removed by data-quality
vetoes and periods when the detector operation is considered
unstable the observation time remaining is 17 days. To re-
move loud, short-duration noise transients, any excursions in
the whitened data that are greater than 50s are removed with
0.25 s padding. The intervals of sw(t) vetoed in this way are
replaced with zeros. The cleaned whitened data is the input to
the matched filtering stage.

Adjacent waveforms in the template bank are highly corre-
lated. The GstLAL analysis takes advantage of this to reduce
the computational cost of the time-domain correlation. The
templates are grouped by chirp mass and spin into 248 bins
of ⇠ 1000 templates each. Within each bin, a reduced set
of orthonormal basis functions ĥ(t) is obtained via a singular
value decomposition of the whitened templates. We find that
the ratio of the number of orthonormal basis functions to the
number of input waveforms is ⇠0.01 – 0.10, indicating a sig-
nificant redundancy in each bin. The set of ĥ(t) in each bin is
convolved with the whitened data; linear combinations of the
resulting time series are then used to reconstruct the matched-
filter SNR time series for each template. This decomposition
allows for computationally-efficient time-domain filtering and
reproduces the frequency-domain matched filter r(t) to within
0.1% [6, 54, 89].

Peaks in the matched-filter SNR for each detector and each
template are identified over 1 s windows. If the peak is above
a matched-filter SNR of 4, it is recorded as a trigger. For each
trigger, the matched-filter SNR time series around the trig-
ger is checked for consistency with a signal by comparing the
template’s autocorrelation function R(t) to the matched-filter
SNR time series r(t). The residual found after subtracting the
autocorrelation function forms a goodness-of-fit test,

x

2 =
1
µ

Z tp+d t

tp�d t
dt|r(tp)R(t)�r(t)|2, (9)

where tp is the time at the peak matched-filter SNR r(tp), and
d t is a tunable parameter. A suitable value for d t was found
to be 85.45 ms (175 samples at a 2048Hz sampling rate). The
quantity µ normalizes x

2 such that a well-fit signal has a mean
value of 1 in Gaussian noise [8]. The x

2 value is recorded with
the trigger.

Each trigger is checked for time coincidence with triggers
from the same template in the other detector. If two triggers
occur from the same template within 15 ms in both detectors,
a coincident event is recorded. Coincident events are ranked
according to a multidimensional likelihood ratio L [16, 90],
then clustered in a ±4s time window. The likelihood ratio
ranks candidate events by the ratio of the probability of ob-
serving matched-filter SNR and x

2 from signals (h) versus
obtaining the same parameters from noise (n). Since the or-
thonormal filter decomposition already groups templates into
regions with high overlap, we expect templates in each group
to respond similarly to noise. We use the template group qi as
an additional parameter in the likelihood ratio to account for
how different regions of the compact binary parameter space
are affected differently by noise processes. The likelihood ra-
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bands p, the value of the reduced c

2
r is given by

c

2
r =

p
2p�2

1
hh|hi

p

Â
i=1

����hs|hii� hs|hi
p

����
2
, (5)

where hi is the sub-template corresponding to the i-th fre-
quency band. Values of c

2
r near unity indicate that the signal is

consistent with a coalescence. To suppress triggers from noise
transients with large matched-filter SNR, r(t) is re-weighted
by [62, 77]

r̂ =

8
<

:
r

�⇥
(1+(c

2
r )3)/2

⇤ 1
6 , if c

2
r > 1,

r, if c

2
r  1.

(6)

Triggers that have a re-weighted SNR r̂ < 5 or that occur dur-
ing times subject to data-quality vetoes are discarded.

The template waveforms span a wide region of time-
frequency parameter space and the susceptibility of the anal-
ysis to a particular type of noise transient can vary across the
search space. This is demonstrated in Fig. 4 which shows
the cumulative number of noise triggers as a function of re-
weighted SNR for Advanced LIGO engineering run data taken
between September 2 and September 9, 2015. The response of
the template bank to noise transients is well characterized by
the gravitational-wave frequency at the template’s peak ampli-
tude, fpeak. Waveforms with a lower peak frequency have less
cycles in the detector’s most sensitive frequency band from
30–2000 Hz [17, 52], and so are less easily distinguished from
noise transients by the re-weighted SNR.

The number of bins in the c

2 test is a tunable parameter
in the analysis [4]. Previous searches used a fixed number of
bins [84] with the most recent Initial LIGO and Virgo searches
using p = 16 bins for all templates [77, 78]. Investigations on
data from LIGO’s sixth science run [78, 85] showed that better
noise rejection is achieved with a template-dependent number
of bins. The left two panels of Fig. 4 show the cumulative
number of noise triggers with p = 16 bins used in the c

2 test.
Empirically, we find that choosing the number of bins accord-
ing to

p = b0.4( fpeak/Hz)2/3c (7)

gives better suppression of noise transients in Advanced LIGO
data, as shown in the right panels of Fig. 4.

The PyCBC analysis enforces signal coincidence between
detectors by selecting trigger pairs that occur within a 15ms
window and come from the same template. We rank coinci-
dent events based on the quadrature sum r̂c of the r̂ from both
detectors [4]. The final step of the analysis is to cluster the co-
incident events, by selecting those with the largest value of r̂c
in each time window of 10 s. Any other events in the same
time window are discarded. This ensures that a loud signal
or transient noise artifact gives rise to at most one candidate
event [4].

The significance of a candidate event is determined by the
rate at which detector noise produces events with a detection-
statistic value equal to or higher than that of the candidate
event. To measure this, the analysis creates a “background

data set” by artificially shifting the timestamps of one detec-
tor’s triggers by many multiples of 0.1 s and computing a new
set of coincident events. Since the time offset used is always
larger than the time-coincidence window, coincident signals
do not contribute to this background. Under the assump-
tion that noise is not correlated between the detectors [14],
this method provides an unbiased estimate of the noise back-
ground of the analysis.

To account for the noise background varying across the tar-
get signal space, candidate and background events are divided
into different search classes based on template length. Based
on empirical tuning using Advanced LIGO engineering run
data taken between September 2 and September 9, 2015, we
divide the template space into three classes according to: (i)
M < 1.74M�; (ii) M � 1.74M� and fpeak � 220Hz; (iii)
M � 1.74M� and fpeak < 220Hz. The significance of can-
didate events is measured against the background from the
same class. For each candidate event, we compute the false
alarm probability F . This is the probability of finding one
or more noise background events in the observation time with
a detection-statistic value above that of the candidate event,
given by [4, 86]

F (r̂c) ⌘ P(� 1 noise event above r̂c|T,Tb) =

1� exp

�T

1+nb(r̂c)

Tb

�
,

(8)

where T is the observation time of the search, Tb is the back-
ground time, and nb(r̂c) is the number of noise background
triggers above the candidate event’s re-weighted SNR r̂c.

Eq. (8) is derived assuming Poisson statistics for the counts
of time-shifted background events, and for the count of co-
incident noise events in the search [4, 86]. This assump-
tion requires that different time-shifted analyses (i.e. with
different relative shifts between detectors) give independent
realizations of a counting experiment for noise background
events. We expect different time shifts to yield independent
event counts since the 0.1 s offset time is greater than the
10 ms gravitational-wave travel time between the sites plus the
⇠ 1 ms autocorrelation length of the templates. To test the in-
dependence of event counts over different time shifts over this
observation period, we compute the differences in the num-
ber of background events having r̂c > 9 between consecutive
time shifts. Figure 5 shows that the measured differences on
these data follow the expected distribution for the difference
between two independent Poisson random variables [87], con-
firming the independence of time shifted event counts.

If a candidate event’s detection-statistic value is larger
than that of any noise background event, as is the case for
GW150914, then the PyCBC analysis places an upper bound
on the candidate’s false alarm probability. After discarding
time removed by data-quality vetoes and periods when the de-
tector is in stable operation for less than 2064 seconds, the
total observation time remaining is T = 16 days. Repeating
the time-shift procedure ⇠ 107 times on these data produces
a noise background analysis time equivalent to Tb = 608000
years. Thus, the smallest false alarm probability that can be
estimated in this analysis is approximately F = 7 ⇥ 10�8.
Since we treat the search parameter space as 3 independent



Identifying noise sources
Noise characterization related to GW150914 13

10 100

10�12

10�11

10�10

10�9

10�8

10�7

M
ag

ne
ti

c
fie

ld
[T

/�

H
z]

Magnetic field injection
No injection

Injection

10 100
10�24
10�23
10�22
10�21
10�20
10�19
10�18
10�17
10�16
10�15

D
is

pl
ac

em
en

t
no

is
e

[m
/�

H
z] Magnetic-field-induced di�erential arm motion

Contribution from Ambient magnetic noise

10 100

Frequency [Hz]

10�12

10�11

10�10

10�9

10�8

M
ag

ne
ti

c
co

up
lin

g
[m

/T
]

Coupling of magnetic field to di�erential arm motion
Measured coupling

Figure 2: Noise coupling example: determining magnetic field coupling for a location at
LIGO-Hanford. The top panel shows the output of a magnetometer installed
in the corner station (see Figure B1) during the injection of a series of single
frequency oscillating magnetic fields at 6 Hz intervals (in red) and at a
nominally quiet time (in blue). The middle panel shows h(f) during this
test (in red) and during the same nominally quiet time (in blue). The heights
of the induced peaks in h(f) can be used to determine the magnetic coupling
(in m/T) at those frequencies, as shown in the bottom panel. The points
in the bottom panel above 80 Hz were determined in a di↵erent test with a
stronger magnetic field needed to produce discernible peaks in h(f). The green
points in the middle panel are an estimate of the contribution to h(f) from the
ambient magnetic noise during the nominally quiet time, calculated using the
coupling function from the bottom panel. Injection tests also induced strong
magnetic fields above 200 Hz. At higher frequencies, coupling was so low that
the injected fields did not produce a response in h(f), but were used to set
upper limits on the coupling function. This figure only shows data for one
(typical) location, but similar injections were repeated at all locations where
magnetic coupling might be of concern.
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Electronics room

Electronics room

Electronics room

Figure B1: The physical environment monitor (PEM) array at the Livingston
detector, as seen on http://pem.ligo.org [10]. Gray dashed lines enclose
instrumentation in separate structures: the corner station building located
at the vertex of the laser-interferometric detector, the two end stations
located at the end of the 4km detector arms, and the ‘vault’, which houses
PEM sensors away from all buildings to measure noise due to the external
environment. Purple dashed lines indicate rooms within structures, or spaces
just outside of structures. For example, the corner station and both end
stations have PEM sensors in electronics rooms containing computers that
sense and control the detector as well as PEM equipment mounted on a mast
on the roof. See [4, 6] for detailed description of the optical layout shown.

This kind of injection tests should be 
performed in other locations 
throughout 
the detector site for radio, acoustic, 
and
mechanical vibration sources



Identifying / Mitigating noise sources
• GW channel, h(t) 
• 200,000 auxiliary channels 

• 1) instrument behavior 2) environmental conditions 
• identify noise source ⇒ modify instrument H/W or S/W 
• not viable ⇒ data omitted / vetoed using data quality flags 

• veto CAT1,2,3 
• Uncorrelated noise: well-estimated using time shifts 

• Anthropogenic noise  
• Earthquakes  
• Radio Frequency (RF) modulation  
• Blip transients - short transient noise btw 30-250Hz,   

• most significant background triggers 
• Correlated noise: may affect both detectors almost simultaneously 

• lightning strikes, solar events, solar-wind driven noise, RF communication 
• global strikes causing Schumann resonance 
• nearby lightning strikes produce audio-frequency  

magnetic fields by lightning current (>hundreds of kA) 
• cosmic ray

Noise characterization related to GW150914 15

yet been identified. As a result, there is currently no veto available to remove these
noise transients from the astrophysical searches. Blip transients contribute to
some of the most significant background triggers in both the unmodeled burst and
modeled CBC searches. The noise transient shown in Figure 3k is one example.
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Figure 3: A normalized spectrogram of the LIGO-Livingston h(t) channel at the time
of a blip transient. The color scale indicates excess signal energy of data
normalized by an estimated power spectral density.

The impact of noise sources on the astrophysical searches is discussed in
Section 5.2.

3.2. Correlated noise

Noise sources that may a↵ect both detectors almost simultaneously could potentially
imitate a gravitational wave event and would not be captured by time shifts in the
search background estimation.

Potential electromagnetic noise sources include lightning, solar events
and solar-wind driven noise, as well as radio frequency (RF) communication. If
electromagnetic noise were strong enough to a↵ect h(t), it would be witnessed with
high SNR by radio receivers and magnetometers.

Lightning strikes occur tens of times per second globally. They can excite
magnetic Schumann resonances, a nearly harmonic series of peaks with a fundamental
frequency near 8 Hz (governed by the light travel time around the earth) [16, 17].
However, the magnetic field amplitudes produced by Schumann resonances are of the
order of a picoTesla; too small to produce strong signals in h(t) (see Figure 2) [18].

Nearby individual lightning strikes can induce transient noise in h(t) via audio
frequency magnetic fields generated by the lightning currents. However, even large
strikes do not usually produce fields strong enough to be detected by the fluxgate
magnetometers at both detectors simultaneously.

Electromagnetic signals in the audio-frequency band are also produced by human
and solar sources, including solar radio flares and currents of charged particles
associated with the solar wind. The strongest solar or geomagnetic events during
the analysis period were studied and no e↵ect in h(t) was observed at either detector.

k The spectrograms shown in Figures 3, 10, and 13 are generated using a sine-Gaussian basis [15]
instead of the sinusoidal basis of a traditional Fast-Fourier Transform.
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Figure 12: A blip transient in LIGO-Livingston strain data that produced a significant
background trigger in the CBC analysis in orange, and the best-match
template waveform (amplitude-scaled for comparison) in black, which
exhibits a few more low-SNR cycles but otherwise quite similar morphology.
The best-match waveform for the GW150914 signal, in gray, is quite
distinct from both the blip transient and the neutron-star-black-hole (NSBH)
waveform that most closely matches it, with more than 10 distinct cycles
shown and a significant increase in frequency over time. All three time series
have the same zero-phase band-pass filter applied.

This excess ground motion, shown in Figure 11, lasted for approximately three minutes
at multiples of about 14 Hz (28, 42, 56 Hz). During the second containing GW150914,
the largest disturbance detected by the seismometer (at ⇠56 Hz) was at least 30 times
too small to account for the amplitude of GW150914.

There was also excess noise in the Livingston input mode cleaner [6] that was
ruled out as a potential indication of noise that might mimic GW150914. This noise
had time-frequency morphology that was inconsistent with any potential coupling
mechanism. In particular, all power was below 8Hz and the noise duration was nearly
one second. Such a long transient would be unlikely to couple from the input mode
cleaner to h(t) with duration comparable to GW150914 (⇠ 200 ms).

6.4. Investigation of noise transients with similar morphology to CBC waveforms

Both detectors occasionally record short noise transients of unknown origin consisting
of a few cycles around 100 Hz, including blip noise transients, discussed in Section 3.
None have ever been observed to occur in coincidence between detectors and follow-
up examination of many of these transients confirmed an instrumental origin. While
these transients are in the same frequency band as the candidate event, they have
a characteristic time-symmetric waveform with significantly less frequency evolution,
and are thus clearly distinct from the candidate event.

To illustrate this, Figure 12 shows a blip transient that produced one of the most
significant CBC background triggers associated with blip transients (�2-weighted SNR
& 9; compare to Figure 7) during the analysis period and the neutron-star-black-hole
(NSBH) binary template waveform it most closely matched. Although these noise
transients do have significant overlap with regions of the CBC parameter space that
produce very short waveforms, such as very high total mass binaries with extreme
anti-aligned spins, they do not have a time domain morphology that matches CBC
templates with similar character to GW150914.

arXiv:1602.03844



Potential noise sources

Correlated noise: noise sources that may affect both detectors almost simultaneously - potentially imitate a 
GW event : not captured by time shifts for the background estimation 
 Potential electromagnetic noise sources 
  - lightning strikes, solar events, solar-wind driven noise, RF communication  
  - if it is very significant, witnessed with high-SNR radio receiver and magnetometers 
  - global strikes cause Schumann resonance but the magnetic amplitude is order of pico-Tesla (not affects 
in h(t)) 
  - nearby lightning strikes produce audio-frequency  
magnetic fields by lightning current (>hundreds of kA);  
affect h(t), detected by the magnetometers at the detectors 



Potential noise sources

 - Electromagnetic fields in audio-frequency band generated by human and 
solar sources has no effect in h(t) at the detectors. 
 - Electromagnetic fields outside audio-frequency band may concern because 
LIGO can be affected by the 9 and 45MHz RF modulations. 

Cosmic ray showers - no coupling between showers and h(t) 



Mitigating noise sources

• Noise source identified —> instrument H/W or S/W modified to reduce the coupling 
of the noise to h(t) : no longer impact to astrophysical searches 

• Not viable —> data omitted / vetoed 
Data quality flags: exclude periods of data for known noises  
Data quality triggers: short duration vetoes by significant statistical correlation 
algorithms btw h(t) and transient noises in aux. channels 

Veto CAT1 time when data should not be analyzed due to a critical issue with a key 
detector component not operating in its nominal configuration

Veto CAT2 time when a noise source with known physical coupling to h(t) is active

Veto CAT3
applied in the same way as CAT2; generally reserved for DQ triggers 
(statistically generated), DQ flags where the coupling mechanism is not 
understood

 * GW150914 period : DQ triggers applied as CAT3 by burst searches



Transient search backgrounds
Impact of Data Quality Flags : CBC 
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significant impact on the PyCBC or cWB background distributions.

5.2. The impact of data quality flags on the transient searches

Data quality flags were generated independently for each detector in response to
instrumental problems that demonstrated a well-defined, repeatable correlation with
transient noise in h(t).

Figure 7 shows the CBC background trigger distributions from each detector
with and without data quality products applied. The LIGO-Hanford background
distribution was dramatically improved by the application of data quality vetoes,
dominated by the e↵ect of a single data quality flag. This flag was designed to indicate
a fault in the phase modulation system used to create optical cavity control feedback
signals, as discussed in Appendix A. LIGO-Livingston exhibits a longer tail of unvetoed
background events which is largely composed of the blip noise transients discussed in
Section 3. The total time removed from the CBC search by vetoes is summarized for
each detector by veto category in Table 1.

Hanford
DQ veto Total % of total
category deadtime (s) coincident time

1 73446 4.62%
2 5522 0.35%

Livingston
DQ veto Total % of total
category deadtime (s) coincident time

1 1066 0.07%
2 87 0.01%

Table 1: The deadtime introduced by each data quality (DQ) veto category, as discussed
in Section 4, for the CBC search during the analyzed period for LIGO-Hanford
(left) and LIGO-Livingston (right).

(a) (b)

Figure 7: The impact of data-quality vetoes on the CBC background trigger distribution
for (a) LIGO-Hanford and (b) LIGO-Livingston. The single-detector �2-
weighted SNR of GW150914 is indicated for each detector with a dashed line
(19.7 for Hanford and 13.3 for Livingston), and for event LVT151012 with a
dot-dashed line (6.9 for Hanford and 6.7 for Livingston).

For GW150914, the reported false-alarm probability was not significantly a↵ected
by these data quality vetoes. GW150914 was the loudest recovered event during the
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significant impact on the PyCBC or cWB background distributions.

5.2. The impact of data quality flags on the transient searches

Data quality flags were generated independently for each detector in response to
instrumental problems that demonstrated a well-defined, repeatable correlation with
transient noise in h(t).

Figure 7 shows the CBC background trigger distributions from each detector
with and without data quality products applied. The LIGO-Hanford background
distribution was dramatically improved by the application of data quality vetoes,
dominated by the e↵ect of a single data quality flag. This flag was designed to indicate
a fault in the phase modulation system used to create optical cavity control feedback
signals, as discussed in Appendix A. LIGO-Livingston exhibits a longer tail of unvetoed
background events which is largely composed of the blip noise transients discussed in
Section 3. The total time removed from the CBC search by vetoes is summarized for
each detector by veto category in Table 1.

Hanford
DQ veto Total % of total
category deadtime (s) coincident time

1 73446 4.62%
2 5522 0.35%

Livingston
DQ veto Total % of total
category deadtime (s) coincident time

1 1066 0.07%
2 87 0.01%

Table 1: The deadtime introduced by each data quality (DQ) veto category, as discussed
in Section 4, for the CBC search during the analyzed period for LIGO-Hanford
(left) and LIGO-Livingston (right).
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Figure 7: The impact of data-quality vetoes on the CBC background trigger distribution
for (a) LIGO-Hanford and (b) LIGO-Livingston. The single-detector �2-
weighted SNR of GW150914 is indicated for each detector with a dashed line
(19.7 for Hanford and 13.3 for Livingston), and for event LVT151012 with a
dot-dashed line (6.9 for Hanford and 6.7 for Livingston).

For GW150914, the reported false-alarm probability was not significantly a↵ected
by these data quality vetoes. GW150914 was the loudest recovered event during the
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Impact of Data Quality Flags : cWB
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analysis period – significantly louder than every background event even without data
quality products applied.

For less significant triggers, the application of data quality vetoes is more
important [34]. As an example, the false-alarm probability of the second most
significant trigger (LVT151012) was 2%. Without the inclusion of data quality vetoes,
the false-alarm probability would have been 14%, increased by roughly a factor of 7.

Figure 8: The impact of data-quality vetoes and signal consistency requirements on the
background trigger distribution from the cWB search for gravitational-wave
bursts by coherent network SNR. The multi-detector coherence required by
cWB greatly reduces the rate of outlier events relative to the single-detector
triggers shown in Figure 9. Note that the background rate is much lower
than for single-interferometer triggers because it is normalized by the entire
duration of the time-shifted analysis, not only the analysis period. The
detected coherent network SNR of GW150914 is indicated with a dashed line.
Note the background distributions shown here were selected to illustrate the
e↵ect of data quality vetoes and di↵er from those in Figure 4 of [1].

Hanford
DQ veto Total % of total
category deadtime (s) coincident time

1 73446 4.62%
2 1900 0.12%
3 12815 0.81%

Livingston
DQ veto Total % of total
category deadtime (s) coincident time

1 1066 0.07%
2 736 0.05%
3 1319 0.08%

Table 2: The deadtime introduced by each data quality (DQ) veto category for the
coherent burst search during the analyzed period for LIGO-Hanford (left) and
LIGO-Livingston (right).

Figure 8 shows the impact of data-quality vetoes on the coherent burst search
background, as well as the signal-consistency cut that requires resolved signals to
have a time-frequency morphology consistent with expected astrophysical sources [3].
The data quality flag with the highest e�ciency-to-deadtime ratio for the coherent
burst search background indicated large excursions in h(t). This e↵ective veto was
defined using digital-to-analog overflows of the optic motion actuation signal used to
stabilize the di↵erential arm motion of the interferometer. This veto removed three
of the loudest cWB background triggers during the analysis period. The remaining
outliers with vetoes applied are blip-like noise transients of unknown instrumental
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analysis period – significantly louder than every background event even without data
quality products applied.

For less significant triggers, the application of data quality vetoes is more
important [34]. As an example, the false-alarm probability of the second most
significant trigger (LVT151012) was 2%. Without the inclusion of data quality vetoes,
the false-alarm probability would have been 14%, increased by roughly a factor of 7.
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Figure 8: The impact of data-quality vetoes and signal consistency requirements on the
background trigger distribution from the cWB search for gravitational-wave
bursts by coherent network SNR. The multi-detector coherence required by
cWB greatly reduces the rate of outlier events relative to the single-detector
triggers shown in Figure 9. Note that the background rate is much lower
than for single-interferometer triggers because it is normalized by the entire
duration of the time-shifted analysis, not only the analysis period. The
detected coherent network SNR of GW150914 is indicated with a dashed line.
Note the background distributions shown here were selected to illustrate the
e↵ect of data quality vetoes and di↵er from those in Figure 4 of [1].

Hanford
DQ veto Total % of total
category deadtime (s) coincident time

1 73446 4.62%
2 1900 0.12%
3 12815 0.81%

Livingston
DQ veto Total % of total
category deadtime (s) coincident time

1 1066 0.07%
2 736 0.05%
3 1319 0.08%

Table 2: The deadtime introduced by each data quality (DQ) veto category for the
coherent burst search during the analyzed period for LIGO-Hanford (left) and
LIGO-Livingston (right).

Figure 8 shows the impact of data-quality vetoes on the coherent burst search
background, as well as the signal-consistency cut that requires resolved signals to
have a time-frequency morphology consistent with expected astrophysical sources [3].
The data quality flag with the highest e�ciency-to-deadtime ratio for the coherent
burst search background indicated large excursions in h(t). This e↵ective veto was
defined using digital-to-analog overflows of the optic motion actuation signal used to
stabilize the di↵erential arm motion of the interferometer. This veto removed three
of the loudest cWB background triggers during the analysis period. The remaining
outliers with vetoes applied are blip-like noise transients of unknown instrumental
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Figure 9: The impact of data-quality vetoes on the single-detector burst triggers
detected by the Omicron burst algorithm for (a) LIGO-Hanford and (b) LIGO-
Livingston. The SNR of GW150914 in each detector is indicated with a dashed
line.

origin.
The total coincident time removed by each veto category from the burst search is

summarized for each detector in Table 2. Category 1 was defined identically between
the burst and CBC searches, but there were some di↵erences in the definition of
category 2 largely due to di↵erences in the observed impact of individual data quality
products on the searches. For example, the CBC search used a data quality flag
indicating periods of excess 10-30 Hz ground motion at LIGO-Hanford at category
2, but it was not applied to the burst search because it did not have a significant
impact. The coherent burst search also applied a set of data quality triggers [25] at
category 3, whereas the CBC search did not find this data quality product e↵ective
in reducing the background. A complete description of all data quality vetoes applied
to the transient searches during the analysis period is reported in [35].

Figure 9 shows the e↵ect of data quality vetoes on Omicron triggers from each
detector. Since flags are tuned for specific problems at each detector, the impact on
single-detector Omicron triggers is much more apparent than on the coherent burst
search background in Figure 8, where the search requirement of a high degree of signal
correlation between multiple detectors is e↵ective in reducing the background.

Figure 9a shows that the same category 1 data quality veto that dominated the
reduction in the LIGO-Hanford CBC background distribution only impacted noise
transients up to an SNR of roughly 100. The higher SNR Omicron triggers vetoed at
category 2 from both detectors are mostly large excursions in h(t) that are witnessed by
overflows in the digital-to-analog conversion of the actuation signal controlling major
optics, as mentioned for a data quality flag used e↵ectively at category 2 for the
coherent burst search. Blip noise transients are the main contributor to the unvetoed
high SNR tail at both detectors along with 60-200 Hz nonstationarity that was
persistent throughout the analysis period at LIGO-Livingston with an undetermined
instrumental coupling.
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6. Transient noise around the time of GW150914

The GW150914 event produced a strong gravitational wave signal in the Advanced
LIGO detectors that shows the expected form of a binary black hole coalescence, as
shown in Figure 10 [1, 36]. Immediately around the event the data are clean and
stationary.
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Figure 10: Normalized spectrograms of GW150914 in LIGO-Hanford (left) and LIGO-

Livingston (right) h(t) data with the same central GPS time. The data at
both detectors exhibited typically low levels of noise around the time of the
event; the signal, o↵set by ⇠7 ms between detectors, was recovered by a
matched-filter CBC search with a combined detector signal-to-noise ratio of
24 [1, 2], by the coherent burst search with a coherent network SNR of 20
[3], and by Omicron with a single-detector SNR of 12 in Hanford and 9 in
Livingston. The time-frequency morphology of the event is distinct from the
known noise sources discussed in Section 3.

Even though the routine data quality checks did not indicate any problems with
the data, in-depth checks of potential noise sources were performed around the time
of GW150914.

Potential noise couplings were considered from sources internal to the detector
and local to each site, as well as common, coincident sources external to the detectors.
All checks returned negative results for any pollution or interference large enough to
have caused GW150914.

Activities of personnel at the detectors, both locally and via remote internet
connections, were confirmed to have no potential to induce transient noise in h(t).
Because GW150914 occurred during the early morning hours at both detectors, the
only people on-site were the control room operators. Signs of any anomalous activity
nearby and the state of signal hardware injections were also investigated. These checks
came back conclusively negative [37]. No data quality vetoes were active within an
hour of the event. Rigorous checks of the data calibration were also performed [38].

The results of a key subset of checks intended to demonstrate nominal detector
performance, quiet environment behavior, and clean data quality around the event
are reported here.
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The potential impact of any accidental coincidence between such noise transients
on the sensitivity of the searches is accounted for in the reported background
distribution. No noise transients identified to have similar morphology elements to
CBC signals [53], including blip transients, produced nearly as high a �2-weighted
SNR as GW150914.

6.5. LVT151012

Sixteen days of coincident data were used in the analysis of GW150914. This event
was by far the most significant found in all transient searches performed. The CBC
search identified the second most interesting event on the 12th of October 2015. This
trigger most closely matched the waveform of a binary black hole system with masses
23+18

�5 M� and 13+4
�5 M�, producing a trigger with a false-alarm rate of 1 event per

2.3 years; far too high to be a strong detection candidate [1, 2, 54].
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Figure 13: Normalized spectrograms of LVT151012 in LIGO-Hanford (left) and LIGO-
Livingston (right) h(t) data with the same central GPS time. Note these
spectrograms have a much smaller normalized energy scale than those in
Figure 10.

We performed similar in-depth checks of potential noise sources for this trigger.
For LIGO-Livingston data, LVT151012 is in coincidence with significant excess power
at 10Hz lasting roughly three seconds, a portion of which can be seen in Figure 13.
There is no obvious indication of upconversion to the frequency range analyzed by the
transient searches, so the low frequency noise is not thought to have caused the signal
associated with LVT151012 in the Livingston detector.

The data around this event were found to be significantly more non-stationary
than those around GW150914. The noise transient rate in the hours around
LVT151012 was significantly higher than usual at both LIGO detectors, seen in the
Omicron trigger rate even on a broad time scale for LIGO-Livingston in particular,
as illustrated in Figure 14. This was likely due to increased low frequency ground
motion associated with ocean waves [55]. The elevated noise transient rate at both
sites induced a higher rate of background triggers around the time of LVT151012.

• No human activities due to early morning
• No earthquakes at the event time
• No excess power at radio receivers
• No magnetometer records at the detector and 
whole US recorders for strong lightning strikes at 
Burkina Faso near the event time
• No significant natural-and human-made EM fields
• No cosmic ray at LHO near the event time

significant excess
during 3 sec. at 10 Hz @ LLO

GW150914 LVT151012

• No detchar studies for LVT151012 to date

LVT151012
12th Oct. 2015  
BBH: 23Mo / 13Mo - 500Mpc
FAR~1/2.3yr 

Data “clean” and “stationary”
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Figure 4: The maximum sensitivity of LIGO-Hanford (red) and LIGO-Livingston (blue)
during the analyzed period (September 12 - October 20 2015) to a binary
black hole system with the same observed spin and mass parameters as
GW150914 for optimal sky location and source orientation and detected with
an SNR of 8. Each point was calculated using the PSD as measured for
each analysis segment (2048 seconds) of the CBC search. The times of
events GW150914 and LVT151012 are indicated with vertical dashed and dot-
dashed lines respectively. The LIGO-Livingston detector entered observation
mode roughly 30 minutes prior to GW150914 after completing PEM injection
tests in a stable, operational state. The LIGO-Hanford detector had been in
observation mode for over an hour.

sensitive distance to GW150914-like signals of 1906 Mpc during the analysis period,
and LIGO-Livingston had a mean of 1697 Mpc.

LIGO-Hanford’s maximum sensitive distance exhibited a 90% range of ⇠1800-
2000 Mpc, and LIGO-Livingston’s a 90% range of ⇠1500-1900, which was su�ciently
stable to provide a reliable estimate of the CBC search background throughout the
analysis period. These small variations are due to a variety of fluctuations in the
detectors and their environment, such as optic alignment variations or changing low
frequency ground motion. Figure 5 shows the single-interferometer background trigger
rate over time for the PyCBC search [7] with two di↵erent thresholds on the detection
statistic, �2-weighted SNR¶ [2, 30, 31]. Triggers with a �2-weighted SNR � 6.5 (shown
in green) comprise the bulk of the distribution and indicate the overall trigger rate
from the search: ⇠1-10 Hz. Triggers with �2-weighted SNR � 8 (shown in blue) are
fairly rare, typically showing up at a rate < 0.01 Hz during the analysis period.

The burst search background was also stable throughout the analysis containing
GW150914. Figure 6 shows the behavior of background triggers from the coherent
all-sky burst search cWB (coherent WaveBurst) [32, 33] during the analysis period.
In contrast to the single-interferometer CBC triggers shown in Figure 5, the coherent
burst search requires coherent signal between multiple detectors to produce triggers,
so the cWB background distribution is generated using time-shifted data. The
main features of the background remain constant throughout the analyzed six weeks,
particularly the domination of lower frequency triggers. Week 6 shows a small excess
of triggers, ⇠ 3% of total triggers, at lower than 60 Hz, which is below the majority
of the power in event GW150914.

Variations in the environmental conditions and instrumental state throughout

¶ �2-weighted SNR is the CBC detection statistic, where the SNR of a trigger is downweighted if
there is excess power which does not match the template waveform.

GW150914 LVT151012

maximum sensitivity distance during 12. Sept. - 20. Oct.
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Figure 5: The rate of single interferometer background triggers in the CBC search for
H1 (above) and L1 (below), where color indicates a threshold on the detection
statistic, �2-weighted SNR. Each point represents the average rate over a 2048
second interval. The times of GW150914 and LVT151012 are indicated with
vertical dashed and dot-dashed lines respectively.

Figure 6: The behavior of cWB background triggers in frequency and coherent network
SNR over the duration of the analysis period (right) and the frequency
distribution of these triggers by week from September 12 to October 20, 2015
(left). For each time-shifted background trigger, the time for the Livingston
detector is indicated. The time of GW150914, recovered with a coherent
network SNR of 20, is indicated with a dashed vertical line in the right panel.
(LVT151012 was not identified by cWB.) Overall, the background distribution
is consistent throughout the analysis period.

the analysis time, as captured in the range variation seen in Figure 4, did not have a

(70Mo, 0.7) / optimal sky location orientation / SNR ~8
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6. Transient noise around the time of GW150914

The GW150914 event produced a strong gravitational wave signal in the Advanced
LIGO detectors that shows the expected form of a binary black hole coalescence, as
shown in Figure 10 [1, 36]. Immediately around the event the data are clean and
stationary.
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Figure 10: Normalized spectrograms of GW150914 in LIGO-Hanford (left) and LIGO-
Livingston (right) h(t) data with the same central GPS time. The data at
both detectors exhibited typically low levels of noise around the time of the
event; the signal, o↵set by ⇠7 ms between detectors, was recovered by a
matched-filter CBC search with a combined detector signal-to-noise ratio of
24 [1, 2], by the coherent burst search with a coherent network SNR of 20
[3], and by Omicron with a single-detector SNR of 12 in Hanford and 9 in
Livingston. The time-frequency morphology of the event is distinct from the
known noise sources discussed in Section 3.

Even though the routine data quality checks did not indicate any problems with
the data, in-depth checks of potential noise sources were performed around the time
of GW150914.

Potential noise couplings were considered from sources internal to the detector
and local to each site, as well as common, coincident sources external to the detectors.
All checks returned negative results for any pollution or interference large enough to
have caused GW150914.

Activities of personnel at the detectors, both locally and via remote internet
connections, were confirmed to have no potential to induce transient noise in h(t).
Because GW150914 occurred during the early morning hours at both detectors, the
only people on-site were the control room operators. Signs of any anomalous activity
nearby and the state of signal hardware injections were also investigated. These checks
came back conclusively negative [37]. No data quality vetoes were active within an
hour of the event. Rigorous checks of the data calibration were also performed [38].

The results of a key subset of checks intended to demonstrate nominal detector
performance, quiet environment behavior, and clean data quality around the event
are reported here.

Data “clean” and “stationary”

Transient noise around GW150914
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• EtaGen구현&테스트 : Hilbert-Huang Transform기반 트리거 생성기 
•  트리거 SNR 계산 알고리즘 제안 및 구현 
•  메인 알고리즘 병렬화로 트리거 생성속도 향상 
• aLIGO & KAGRA를 위한 적용 테스트 

• CAGMon적용연구: Correlation based Glitch 모니터링 툴 
•  O1 데이터 테스트 & 파이프라인 병렬화로 처리속도 향상 
•  트리거 정보 적용 및 테스트/ Daily Run파이프라인 디자인 
•  aLIGO 데이터를 이용한 Daily Run수행  

• vANN개발 & 구현: ANN기반 Veto Method 
•  Omicron트리거 데이터 추출 및 학습데이터세트 생성 
•  비토 프로세스 정의 / 파이프라인 구현 
•  글리치 연관 보조채널 생성 / Veto Flag 정의 
•  FOM (figure of merit)정의/ 테스트  
•  aLIGO 데이터에 적용 테스트 / Daily Veto프로세스 구현 
•  Veto 알고리즘 비교 테스트

KGWG (한국중력파연구협력단)
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Rectified Linear Unit 구현과 응용연구
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Network Layer 구현 
◦ Fully connected Layer 
◦ Dropout Layer 

Activation Function 구현 
◦ Logistic  
◦ Hyperbolic tangent 
◦ ReLU  
◦ Softmax

Optimizer 구현 
◦ Gradient Decent 
◦ LMA 
◦ CG
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250 input vector on shallow neural 
network by FANN Library

250 input vector on RBM neural 
network by OpenAnn Library

250 input vector on shallow neural 
network by our Implementation

• 1250개의 입력  중 각 체널을 대표하는 250개 입력으로 
DIMESION REDUCTION ⇒ 분류성능 유지

• 이미 대표값으로 정해진 250개 데이터 RBM(Restricted 
Boltzmann Machine) 적용 ⇒ 분류 성능 변화 없음

• Neural Net NIMS-Implementation ⇒ 성능 검증



+연구개발성과: 
OpenCL을 이용한 중력파 고속처리 파이프라인 가속: Resampler

Resampler speedup test: 
lowest is best, ocl incl. memcpy

❑ Better accuracy and speedup
❑ 1 second-long data
o 0.46ms in a single CPU (gstreamer)
o 0.1ms in NVIDIA GPU (OpenCL)



+

■ Channel Correlation Study : 
- Pearson’s R (linear map) vs. Mutual Information (non-linear map)

Science Data Analysis – Instrumental Glitch Signal Classification and Channel Correlation Studies

* Cross-correlation matrix between 250 monitoring channels with 
noise signals (250 by 250 correlation matrix)

MI finds strongly correlated
non-linear information
between channels associated with 
noise glitches.

연구개발성과: 
과학데이터 분석



Conclusions

• We’ve detected GW150914!


• The event was identified as clearly distinct from noise.


• Reconstructed waveform consistent with a binary black hole merger.


• Both of two independent searches detected GW150914: generic 
transient search and binary coalescence search.


• The detector were operating in a low-noise state.


• No evidence that environmental and instrumental noises at either 
LIGO site might have caused the GW signal.
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2016 APCTP-KISTI  
중력파 및 수치상대론 여름학교

Program: 
General Relativity 
Post-Newtonian Theory 

Gravitational Waves: 
Basics of Gravitational Waves 
Gravitational Wave Astronomy 
Basics of Python Programming 
Statistics in Astronomy 
Gravitational Wave Data Analysis 

Numerical Relativity: 
3+1 Formalism 
Effective-One-Body Formalism 
Black Hole Simulation 
GR-Hydrodynamics

일시: 2016년 6월 26일 (일)-7월1일 (금) 
장소: KAIST & KISTI (대전) 
주제: 중력파 데이터분석 & 수치상대론 
주관: APCTP 
후원: KISTI / KGWG 
홈페이지: https://www.apctp.org/plan.php/GWNR2016 
KISTI 클러스터/슈퍼컴을 이용한 실습 및 팀프로젝트 



Thank you for your attention!


